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ANNEX I of D5.4 – Methodology of Dataset 

Integration Techniques and Tools 

 

1. Data Integration Techniques 
 

Data Integration Techniques can be classified according to the kind of data exploited 

for comparing and matching two datasets. Table 1.1 gives a high level classificatory 

overview of the existing integration approaches1: 

 
Table 1.1 a high level classification of integration approaches for comparing and matching two datasets 

Type kind of data technique description 

Value level Syntactic String based Based on string similarity measures (e.g. edit 

distance) 

Token Language based Based on words comparison (either schema labels 

and instance values) with data mining techniques 

and the use of thesauri 

Schema level Schema Structure based Based on schema properties, graph properties, 

schema constraints 

Context Knowledge based Based on external knowledge sources (upper 

ontologies, domain ontologies and vocabularies, 

or other Linked Open Data – e.g. DBPedia, Yago, 

and so on) 

 

There is no neat separation of such techniques in the applications and tools that 

implement integration of data, but different combinations of them should always be 

applied to different cases and domains, in order to find the best and most satisfactory 

integration fit.  

 

1.1. Knowledge Exploitation Techniques and tools 

Domain specific knowledge (vocabularies, ontologies, taxonomies, thesauri, and so 

on) may help in the phase of restructuring datasets under a common terminology, both 

for their schema and their instances. At schema level, for example, a common 

vocabulary such as FOAF may be aligned to a local CSV column header set or to an 

RDFattribute in order to standardize the name of the fields of the respective datasets. 

In the example (Figure 1.1) the foaf:firstName property is mapped to both the column 

givenName of the CSV file and the property lib:firstName of the RDF file: 
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CSV 

ID GivenName Surname 

123 Mario Rossi 

456 Gianni Mantovani 

RDF 

<RDF:Description about="JC"> 

<RDF:type resource="http://www.zvon.org/library/Author"/> 

<lib:firstName>Joseph</lib:firstName> 

<lib:surname>Conrad</lib:surname> 

</RDF:Description> 
Figure 1.1 the use of the foaf schema to relate schema labels to a unique standard label 

Another example may be that of using: 

- a standard classification for Geo Data (e.g. the NUTS vocabulary2) to link data to a 

uniform, hierarchical codification, for territory information such as country, region, and 

city, contained in the instances of two or more datasets 

- a standard classification for economic activities (e.g. the NACE vocabulary3) to link 

data to a uniform, standard codification, for economic activities information contained 

in the instances of two or more datasets. 

 

 

In the same vein, named entity recognition tools (e.g. the Stanford NER4) may be 

exploited to detect the same People, Locations and Organizations entities in different 

domain datasets, and to link back such entities to a unique type and a unique spelling 

format, where for example in all the datasets such entities are the same but their 

equivalence is not explicitly expressed or they are differently spelled (e.g. one dataset 

may use an acronym, i.e. ‘WWW’, whereas another dataset may use the expanded 

form, i.e. ‘World Wide Web’).  

A complementary and integrative approach to named entity recognition tools is the 

one depicted in (Quercini & Reynaud, 2013) for annotating tabular data with types for 

columns, and entities for cells (as well as relations between columns, when they 

occur). As stated by the authors “not all the entities of a dataset are actually 

represented in either Yago, DBPedia and Freebase, which are the richest datasets 

available online to date”. On the contrary, Google Fusion Tables (GFT)5 are emerging 

as a highly-qualitative crowdsource knowledge available online, which can be 

annotated, queried and retrieved. To obviate the limitation of big datasets and boost 

foaf:firstName 
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the emerging high quality data source of GFT, the technique proposed aids the 

annotation of an entity type for tabular values (associated with a column). The method 

first exploits a free search on the Web to collect and analyze the first 10-ranked results 

(called snippets, as they are a mix of a linked resource and a brief text), then it uses 

such snippets as input to a text classifier that outputs the most probable type and entity 

name for the searched value, hence it determines the entity underlying the value of a 

cell into a table column. Figure 1.2 depicts the procedure: 

 

 
Figure 1.2 The Entity Type Annotation for tabular values adopted in (Quercini & Reynaud, 2013) 

 

Also topic map extraction tools (e.g. the Stanford Topic Map Extractor6) or a linkage 

to a domain vocabulary (e.g. the UMLS suite of vocabularies for the medical domain7) 

may help detect word usage across domains, or associate words with domain labels, 

respectively, and, hence, boost the detection of partial / total domain overlaps between 

datasets. 

 

1.2. Pre-integration techniques and tools 

Before translating datasets in the same domain, with overlapping entities, into another 

format, a rich local knowledge allows to compare and integrate them. For example, 

two CSV datasets describing University Teachers and University Courses, 

respectively, may have the following overlapping fields (Figure 1.3):  
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Figure 1.3 two CSV datasets of the same domain with overlapping fields 

 

The integration needs to be done through an integration step called in different ways: 

record linkage, object identification, reference reconciliation, to name only a few. 

 

A comparison of the Teacher Name fields in both datasets and the Taught Course and 

Offered Course fields of the first and the second dataset, respectively, seems the best 

approach in order to identify similarities between the two datasets. As the two fields 

contain information of different nature (on the one hand the name of people, the 

teacher; on the other hand, the name of courses) different metrics may be applied to 

compare their similarity (Batini et al., 2015). For example, to compare people’s names, 

which are typically formed by few words (an average of two words) the best technique 

are string metrics (e.g. edit distance), which compare two words seen a strings of 

characters. In the case of course names, instead, they are usually formed of more 

words, of which a subset are common words (e.g. systems) and most of them are 

spelled in the same way (vs. some others are under the form of an abbreviation – e.g. 

DB for databases; as a consequence, a token-based metric would result in a more 

suitable approach for a better comparison (e.g. the Jaccard similarity metric), as the 

higher number of words in common would determine the possibility that the two set of 

words represent the same object.  

 

Another example of intra-model integration should first deal with the tradeoff between 

preserving all the specific semantics of fields in a datasets and interoperability by 

linking such fields to well known vocabulary terms (e.g. that of schema.org). Such well 

known vocabularies, indeed, usually describe a more generic domain and don’t allow 

to express all the fine-grained semantics of the data at hand, although it is also true 

that they are capable of providing flat CSV datasets with the proper basic semantics 

(either for schema types and for data types). And yet, something may get lost in 

translation. For example, a dataset may contain a list of Local Business points (e.g. 

shops) of a City, which includes information such as the historical commercial sector 

of a shop and the main commercial sector as well as the secondary commercial sector, 

if any. Schema.org does neither models business history, nor the secondary 
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commercial sector as a first class property (i.e. in schema.org it would be possible to 

add another value to the isicV4 property - International Standard of Industrial 

Classification of All Economic Activities - but this does not preserve the semantics of 

the information, i.e. the fact that the secondary commercial is secondary in the literal 

sense of the word, it is a minor activity, and it is marginal with respect to the main 

activity). Moreover, in case a particular activity is not included in the standard 

classification, it should be adapted to it in order to fit the semantics of the schema.org 

isic property, with the risk of losing its proper name, if any.  

 

2. Integration Techniques and Tools for two CSV datasets 

To integrate two CSV datasets means to apply techniques of entity matching or record 

linkage (Batini & Scannapieco, 2015), also known as object identification, entity 

resolution, duplicate identification, and reference reconciliation.  

In particular, we refer to the following record linkage phases: 

 

 normalization of formats; 

 blocking with research space reduction; 

 choice of distance formula; 

 find a sample of pairs of records that are known to be matching or not matching 

records. Evaluate for each value of distance the frequence of matching and non 

matching. 

 

2.1. Techniques 

This section will be devoted to matching techniques. The techniques for matching 

instances may have to deal with a huge amount of data to compare (see Figure 2.1). 

For this reason, in order to reduce the number of the record pairs to be compared the 

matching phase includes techniques for blocking (e.g. sorting neighborhoods, 

obtained by sorting a file and moving a window of a fixed size to compare only records 

contained in such window space), pruning, and indexing records before comparing 

them with a comparison function., In such activities, the tradeoff between cutting off 

non-matching pairs, and maintain a high quality of the matching problem has to be 

considered. 

 

As the methodology depicted in this deliverable is mainly focused on a generalization 

of the approaches in order to permit an overview of matching techniques and tools, 

the focus would rest on the instance comparison algorithms to find the similarity 

measure between entities, and will not at all exhaust the blocking and indexing phases 

upon which comparison functions are applied. 

 

 

 

https://schema.org/isicV4
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Figure 2.1 Relevant steps for record linkage techniques 

 

Preprocessing techniques 

Some of them (preprocessing, quality assessment) have been treated in the previous 

deliverables (D5.2) and in the previous section.  

A decision model is used to state if two records in the reduced search space 

correspond to the same object, do not match, or no automatic decision can be taken 

and the aid of a domain expert is needed. The decision is made by two steps: 

 

1. The choice of a comparison function 

2. A decision made among matching, non matching, and possible matching 

 

Techniques for these activities are, for example: 

- probabilistic techniques, based on statistics and probability theory (e.g. Bayesian 

networks); 

- Knowledge-based techniques, an example of which can be found in the previous 

section. 

 

In addition, for the exploitation of learning techniques, data may be divided into a 

labeled sample (the training set) and an unlabeled sample (the test set) and if such 

division applies we talk about supervised techniques, whereas if data are not 

previously labeled we talk about unsupervised techniques. 

 

Comparison & Decision Functions techniques 

Among the comparison techniques (part of which have also been treated in D5.2) there 

are string based techniques, for example the edit distance. It is computed as the 

sequence of character insertions, deletion and replacements necessary to obtain 

string 2 from string 1. Each of these modifications is assigned a cost value, for 

example: 

 

Editdistance < AT&T, AT&Tcorporation > = 12 / 6 = 0,75 

 

Another string based technique is the n-grams. It computes the set of all the substrings 

of length n of the two strings to be compared. The distance of the two strings is 

expressed as: 

http://www.comsode.eu/index.php/deliverables/
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where fs’ and fs” are the number of occurrences of the substrings x in the strings s’ 
and s”, respectively and is the set difference. 
 

Positional q-grams are obtained by sliding a window of length q over the character of 

a string s. 

Another comparison technique is for example the Jaccard distance between two 

strings, string1 and string 2: 

 

Jaccarddistance(string1, string2) = 1 -  (T1  T2)/(T1  T2) 

 

Jaccarddistance <IBMCorporation, AT&Tcorporation > = 5/12 = 0,66 

 

Among the probabilistic techniques for decision function in record linkage we have the 

error based technique first proposed in (Fellegi & Sunter, 1969). Given the universe U 

of pairs of records in A and B, we can practically apply the Fellegi and Sunter technique 

choosing a sample S of U, in which a reduced number of representative pairs is 

contained. We assume that for all pairs in S we are able to label pairs as matching 

and non matching (figure 2.2).  

 

 
Fig. 2.2 Labeling of pairs as matching, non-matching and evaluation for each value of distance of the 

frequence of matching and non matching 

In a second stage, for every possible distance among pairs, the frequency of matching 

and, under our assumptions, the complementary frequence of unmatching is 

evaluated (Figure 2.3 a).  
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Fig. 2.3 a) Separation of match and non match with their frequencies (in percentage) 

 

 

 
 
Fig. 2.3 b) Evaluation of distance for the whole sets A and B in the universe 

At this point, we evaluate the distances among pairs on the whole universe U (Figure 

2.3 b), leading to a diagram similar to the previous one, see Figure 2.4 Now, we can 

evaluate the error made in the decision for a given pair of threshold values, by 

evaluating the weighted sum of percentages of records that are wrongly attributed as 

matching (right hand side of the figure, area C1) and the weighted sum of percentages 

of records that are wrongly attributed as not matching (left hand side of the figure, area 

C3). 
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Figure 2.4 Distribution of matching and non matching applied to the universe. 

In order to provide criteria to fix the two thresholds dmin and dmax, we have to decide 

which are the rates of error we are willing to accept in the decision rule proposed 

above; such error rates correspond to the two gray areas in Figure 2.5. Once the error 

rates are fixed, the two thresholds are consequently fixed. Fellegi and Sunter proved 

that the above decision rule is optimal, where optimal means that the rule minimizes 

the probability of classifying pairs as belonging to the area C1 of possible matches. 

 

 
Figure 2.5 the regions of the Fellegi & Sunter model. 

Among the matching techniques, the bridging file technique adopts the idea of having 

a high quality file that includes a set of common identifying data for two separate files 

A and B that have to be integrated. This should improve the record linkage efficiency. 

An example of bridging file is reported in Figure 2.6. 
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Figure 2.6 – An example of bridging file 

Adding semantic techniques 

A mix of knowledge based techniques and distance based techniques may be 

exploited in order to make more effective the process of entity matching. For example 

an integrity constraints may be added to a distance measure, as in the following 

example: 

 

 
Figure 2.7 Running example 

 

Distance based techniques 

If only edit distance is applied the following may happen: 
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Figure 2.8 A comparison using only edit distance and no threshold 

Hint: referring to Americans, old rich citizens spend summer in north states and winter in 

south states, as depicted in Figure 2.11. 

 

  
Figure 2.9 an integrity constraint 

 

 

 

 
Figure 2.10 Examples of rule 

We may apply the following rule: Distance <= 5 and such that citizens have pairs of 

residences in states either in North West and South West or in  North East and South 

East. 

 

Choose match if a rich citizen has a residence in Florida or Arizona and another residence 
in Northest or Northwest States  
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Figure 2.11 Applying the mix method – step 1 

 

Applying semantic rules 

 
Figure 2.12 Applying the mix method – step 2 
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Figure 2.13 Applying the mix method – step 3 

 

 

 
Figure 2.14 Applying the mix method – final step 

 

Record linkage research has recently advanced through the refinement of some of the 
phases previously described, by adding new relevant steps to the classical life cycle. 
Figure 2.15 reports the two life cycles: traditional record linkage (RL) life cycle; modern 
RL life cycle. 
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Figure 2.15 Evolution of research on object identification and corresponding evolution of the object 

identification life cycle 

In order to understand the innovations in RL, we observe that until the end of the last 
century, traditional record linkage life cycle was considered an off-line activity, that 
was conducted when both: 
(i) the cost of management of a set of heterogeneous databases representing the 
same or overlapping sets of objects and  
(ii) the loss in effectiveness in their usage were considered unbearable. 
 
In modern record linkage, the life cycle (see Figure 2.15, right hand side) is much 
richer, and spans at least on other two activities in the information system life cycle, 
namely:  
a. the run time execution of queries, when the user is interested to apply RL only to 
data involved in the query, and  
b. the dataset maintenance, when updates on data and on integrity constraints change 
the data set and its semantics, leading to conceive techniques that operate on data at 
maintenance time. 
 
Furthermore, the high cost of certain steps of the RL activity has suggested to conceive 
pay-as-you-go strategies, where RL is performed only to the extent in which a certain 
cost benefit ratio is achieved. Finally, fusion of data has been frequently considered in 
the past as a separate activity w.r.t. RL; instead, to fasten and improve the quality of 
the RL process, in several modern approaches the result of fusion is incrementally 
exploited during the comparison & decision activity. 
 
Another issue investigated in the last years concerns the improvements in quality and 
efficiency that arise from (automatically) gathering and exploiting knowledge on data 
that have to be linked, e.g. knowledge on the relationships of data with other known 
data. 
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2.2. Tools 

From a recent survey on entity matcher tools (Köpcke & Rahm, 2010) we report a 
synthesis table with the name of the tool and its main features, namely: if they are 
training-based, which type format they support, which blocking strategy they use, 
which matcher, matcher combination and learners they exploit, the training selection 
kind, their matching approach. Tables 2.1 and 2.2 report an analysis of the most recent 
tools, according to the above characteristics. 
 
Table 2.1 an analysis of entity matcher tools (part I) 

 BN MOMA SERF Active Atlas MARLIN 

Training-based - - - y y 

Format xml relational relational relational relational 

Blocking 

 Key definition 

 Partitioning 
o Disjoint 
o Overlapping 

 

- - - 

 

 

 

 

 

manual 

 

 

Hashing 

 

 

manual 

 

 

Canopy 

clustering 

Matcher attribute val, 

context 

attribute 

val, context 

attribute val attribute val attribute val 

Matcher combination numerical workflow rules rules numerical, 

rules 

Learners    Decision tree SVM, decision 

tree 

Training selection    Manual, semi-

automatic 

Manual, semi-

automatic 

Matcher used Edit dist, 

Probab. of 

descendants 

Trigram, 

Neighbour. 

(exact)equality, 

Jaro-winkler, 

Numeric diff. 

TF-IDF 

variant 

Edit distance, 

TF-IDF variant 

 
Table 2.2 an analysis of entity matcher tools (part II) 

 OT TAYLOR FEBRL STEM CBF 

Training-based y y y y y 

Format relational relational relational relational relational 

Blocking 

 Key definition 

 Partitioning 
o Disjoint 
o Overlapping 

 

 

Manual 

 

 

Canopy 

clustering 

 

manual 

 

sorting, 

hashing 

sorted 

neighb. 

 

manual 

 

sorting 

sorted neighb., 

q-gram, canopy 

clustering 

 

manual 

 

Threshold 

sorted 

neighb. 

 

Manual 

 

 

Canopy 

clustering 

Matcher attribute val attribute val attribute val attribute val attribute val, 

context 

Matcher combination rules numerical, 

rules 

numerical numerical, 

rules 

numerical, 

rules 
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Learners OT Algo, 

SVM 

Probabilisti

c, decision 

tree 

SVM SVM, 

decision tree, 

logistic 

regression, 

multiple 

learning 

Diverse 

(SMOreg, 

logistic, etc.) 

Training selection manual  manual manual, 

automatic 

manual, 

semi-

automatic 

manual 

Matcher used (exact)equa-

lity, 

Jaccard, 

(generalized) 

edit distance 

not 

addressed 

Jaro-Winkler, 

numeric 

difference 

Cosine, Edit 

distance, 

Jaccard, 

Jaro-Winkler, 

Monge-

Elkan,  

TF-IDF 

TF-IDF, 

connection 

strength 

 

3. Integration Techniques and Tools for one CSV dataset 

and one RDF vocabulary 

3.1. Techniques 

So far, we have mentioned the limitations of CSV representations (“flat” structure) and 

of the RDF vocabularies that are intended to provide an explicit semantic layer or 

structure for a flat record, but sometimes lack the semantic nuances for describing 

specific domain data. However, a good methodological approach would suggest to 

analyze the CSV file first, and to find the most suitable vocabulary or suite of 

vocabularies for better describing, representing and transforming tabular records into 

RDF triples, or simply link table columns to the classes and properties of a well known 

vocabulary.  

 

The same operation may be exploited for the multilingual management of datasets, 

for example at schema level (hence by linking each column of a table in one language 

to a type in the vocabulary, expressed in another language, e.g. English).Consider the 

following CSV dataset, which lists the Italian public procedures for the assignment of 

jobs to private companies for the provision of services and goods, with the following 

fields: 

- cig = assignment Identifier; 

- oggetto = offer name;  

- procedura_scelta = offer description; 

- ragione_sociale = participant name; 

- p_iva = Vat ID; 

- ditta_individuale = being a company or an individual; 

- importo_aggiudicazione = offer price; 

- importo_liquidato = final price paid; 
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- data_inizio = start date of the service; 

- data_ultimazione = end date of the service. 

 

 
Figure 3.1 the RDF schema extracted from the CSV dataset 

The SPARQL CONSTRUCT Query done within the T-SPARQL DPU of UnifiedViews 

(see D5.3 for details) to obtain the RDF graph based on the above model and on the 

cvs field schema is the following 

 

PREFIX c:<http://comsode.disco.unimib.it/resource/dataset/affidamento-

acquisti-lavori-servizi-forniture-2013/> 

PREFIX gr:<http://purl.org/goodrelations/v1#> 

CONSTRUCT { 

     ?x a gr:Offering. 

     ?x gr:name ?procedura_scelta. 

     ?x gr:description ?oggetto. 

     ?x gr:serialNumber ?cig. 

     ?x gr:availabilityStarts ?data_inizio. 

     ?x gr:availabilityEnds ?data_ultimazione. 

     ?s a gr:BusinessEntity. 

     ?s gr:vatID ?p_iva. 

     ?s gr:legalName ?ragione_sociale. 

     ?s gr:category ?ditta_individuale. 
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     ?s gr:offers ?x. 

     ?y a gr:QuantitativeValue. 

     ?y gr:hasMaxValue ?imp_aggiudicazione. 

     ?y gr:hasMinValue ?imp_liquidato. 

     ?x gr:includes _:productOrService. 

     _:productOrService a gr:ProductOrService. 

     _:productOrService gr:quantitativeProductOrServiceProperty ?y. 

} 

WHERE { 

        ?x c:cig ?cig . 

        ?x c:oggetto ?oggetto . 

        ?x c:procedura_scelta ?procedura_scelta. 

        ?x c:data_inizio ?data_inizio. 

        ?x c:data_ultimazione ?data_ultimazione.  

        ?s c: p_iva ?p_iva. 

        ?s c:ditta_individuale ?ditta_individuale 

        ?s c:ragione_sociale ?ragione_sociale. 

        ?y c:imp_aggiudicazione ?imp_aggiudicazione. 

        ?y c:imp_liquidato ?imp_liquidato. 

} 

 

3.2. Tools 

A tool that is devoted to the integration of a CSV file with an ontology is the Karma 

Tool8 (Knoblock et al., 2012). The aim of the tool is to build semantic descriptions of 

the source (by semi-automatically building source models) based on an ontology and 

starting from a semi-structured source (such as our CSV table). The resulting model 

is then used to generate RDF triples that are linked to an ontology and to provide a 

SPARQL endpoint that converts the data on the fly into RDF with respect to a given 

ontology. Logical rules formally define the mapping between data sources and an 

ontology. The steps of the tools are: 

 

1. assign semantic types, i.e. mapping each column of a source to a node in the 

ontology. When a user loads a source, Karma automatically defines a type for 

each column, based on learning from prior assignments (and by computing the 

probability that a value belongs to a semantic type, after an assessment that 

the probability stands above a defined threshold); 

2. constructing the graph, i.e. based on the semantic types of the source and the 

domain ontology; 

3. generating the source model by computing the minimal tree (the most succinct 

model that relates all the columns in a source) with the Steiner Tree algorithm, 

based on a weighted-edge tree; 

4. Ggve the possibility to the user to further customize the generated model 

through a visual interface. 
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Figure 3.2 shows the Karma Tool Interface: 

 

 
Figure 3.2 The Karma tool at work with a tabular file mapped to an ontology, with the possibility for the 

user to adjust and refine the source model output 

4. Integration Techniques and Tools for two RDF datasets 

 

Integration techniques (see in the following) for RDF datasets are: 

 name based techniques: 

 language based techniques: 

 tructure based techniques; 

 extensional comparison. 

 

Existing tools are classified into: 

 

 schema matching tools; 

 instance matching tools; 

 mixed matching tools. 

 

4.1. Techniques 

We may reduce the different matching strategies under a common notational model9, 

to give an overview of what can be applied to two RDF datasets, based on the 

available features of the datasets.  
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Figure 4.1 shows the scenario of data interlinking between two datasets instances. 

The two datasets have no explicit schema, and the alignment between instances can 

be done manually or automatically.  

 

 
Figure 4.1 data interlinking between datasets instances 

 

Figure 4.2 shows the scenario in which the two RDF datasets have a common schema 

(e.g. they are described with the same vocabulary or ontology). In this scenario the 

data interlinking of their instances is made easier by the fact that the matching can be 

done between instances of the same type. 

 

 
Figure 4.2 data interlinking between datasets with the same schema 

 

Figure 4.3 depicts the scenario where two different datasets are described with two 

different schemas. In this case, an alignment of schema entities should be done first 

and, based on that, a data interlinking method should be applied to entities whose 

types have been aligned. 
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Figure 4.3 data interlinking between datasets entities made through the prior matching of two schema 

types. 

 

In order to achieve integration, different techniques are applicable. We disuss them in 

the following. 

 

Name-based techniques 

Some methods compare strings. String-based techniques can be applied to the name, 

the label or the comments of entities in order to find those which are similar. This can 

be used for comparing class names or URIs. 

Several Java packages are available for the exploitation of different string based 

techniques. Table 4.1 is borrowed from (Euzenat & Schvaiko, 2013) and gives a 

complete list of the available packages: 

 
Table 4.1 a list of Java Packages with the string based metrics they implement 

 
 

 

Language based techniques 

They consider words as meaningful tokens instead of strings of characters and 

compare them to find a semantic relation. They include techniques for the 

manipulation of word forms;e.g., lemmatization is the process to obtain the lemma of 

a word, without inflexions; the stopwords elimination cuts all the propositions and 

articles from a text to keep only semantically related words; terminology extraction 

identifies a term and associates it with the different expressions in which it may be 

written, e.g. “paper on project” or “project paper”) and exploit resources (e.g., lexicon, 

thesauri, and so on) in order to find relations between the words (e.g., synonymity). 
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Structure based techniques 

The structure of entities in datasets can be compared, instead of or in addition to 

comparing their names or identifiers. Structure based techniques allow for the 

discovery of similar properties and keys between datasets, as well as similar data 

types.  

 

Extensional comparison 

They compare datasets instances for interlinking them. They include, for example, 

linkkeys extraction (see next section), and have been analyzed in Section 2.1. The 

specific tools that compare datasets instances in RDF format are discussed in Section 

4.1. 

 

4.1.  Schema, Instances and Mixed Matching Tools 

Existing tools for RDF data interlinking adopt different strategies. The KnoFuss Tool 

(Nikolov et al. 2008 and Nikolov et al. 2009) first version adheres to the strategy of 

data-level interlinking with the assumption that two datasets have the same schema. 

The tool provides mechanisms to configure instance matchers with the goals of 

coreference resolution, conflict resolution and inconsistency resolution.  

 

An advanced version of the tool exploits different schemas (e.g. Yago and 

Musicbrainz10) in order to enhance co-reference resolution by schema-level 

correspondences (a context-based method to correlate strongly connected individuals 

with respect to merely non-disjoint ones). In this way, both schema and instance 

matching are used to improve each other. 

 

The Silk tool (Volz et al. 2009) has in input  datasets that may have different schemas. 

It is based on user-provided interlinking specification upon which a blocking phase, a 

similarity computation phase (based on a threshold), a filtering phase (based on a 

customizable number of links per entity) and final a reconciliation phase (owl:sameAs 

interlinking) are computed.  

 

In the PropString approach (Cheatham & Hitzler, 2014) only properties are matched, 

with the motivation that, when interlinking different datasets, properties are a crucial 

asset that tend to be ignored by the most part of matching tools, which are mainly 

based on domains and ranges comparisons. PropString relies on a string based 

property comparison that takes as input the label, the core concept, the domain label 

and the range label of each property to be compared and applies Soft TF-IDF metric, 

which has been proven to perform best for properties comparison, along with some 

configuration mechanisms that are based on a combination of the considered strings 

and a subsequent matching and threshold comparison. The tool has been applied for 

the alignment of properties of DBPedia and Yago, on a random sample selection 
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procedure applied to both the datasets, in order to define a tractable subset of their 

properties. 

 

The method of linkkeys extraction (Atencia et al. 2012, and 2014) identifies instances 

through external identification, whenever identification keys are present in both data 

sets (even if they are not present as keys). To generalize from the key concept, 

linkkeys are sets of properties belonging to both datasets, for a pair of entities, and 

identify pairs of instances describing the same individual. If they are used as keys, 

they uniquely identify an individual. In this way, they should provide the 

correspondences between properties of both data sets to identify instances with the 

same values. They must be non-ambiguous only on the instances selected by the 

correspondences, so there must be keys only for these sets. Correspondences identify 

an alignment between properties. In principle, key extraction is performed by algebraic 

techniques isolating the smallest subsets of properties for which no two instances have 

the same values. Linkkeys can be treated in the same way, taking into account 

correspondences (equivalences) between the properties and replacing instances by 

pairs of instances. 
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