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1. Executive summary 
The goal of this deliverable is to specialize the methodology described in Deliverable D5.1 

and Deliverable D5.2 (D5.1 and D5.2 in the following) with the final purpose of supporting 

users in the publication of Open Data with the COMSODE publication platform (ODN), its 

tools and its data.  

 

In some cases the user wants to publish one data set at a time, but in other cases it might 

be convenient to publish a set of source data sets as an integrated data set. In addition 

to the previous deliverables and besides considering the publication of one data set in 

isolation, that is in a user scenario where users exploit the COMSODE ODN platform to 

publish one data set at a time, a further a scenario of data integration is considered in this 

deliverable. In particular the user scenarios considered in this deliverable will be the 

exploitation of the COMSODE ODN platform to publish data sets whose schema is 

matched to other data sets schemas through the reuse of existing ontologies, and a 

scenario where users exploit the COMSODE ODN platform to integrate two data sets at 

a time. 

 

In addition, this deliverable will cover other aspects that were not covered by the previous 

deliverables, relative to the integration phases of data sets: 

- license matching for compatibility assessment; 

- domain knowledge exploitation; 

- choice of the integration process; 

- pre-integration; 

- matching; 

- transformation; 

- local reconciliation and final integration; 

- maintenance. 

 

 

In particular, this deliverable covers some phases and tasks identified in D5.1 from the 

perspective of the integration of data sets, and mapped to it according to Table 1.1. 

 

 

 

 

 

 

 

 

 

 

 

 

http://www.comsode.eu/index.php/deliverables/
http://www.comsode.eu/index.php/deliverables/
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Table 1.1 The mapping between Phases and Tasks of D5.1 with the Integration Phases of the present 

Methodology 

Phases 
   Tasks 

Datasets integration 

P01 
  P01A01 
  P02A02 
P02 
  P02A08 

License matching for compatibility assessment 

P01 
  P01A01 
  P02A02 
P02 
  P02A03 
P03 
  P03A03 

Domain Knowledge Exploitation 

P01 
  P01A01 
  P01A02 
  P01A05 
P02 
  P02A05 
  P02A06 
  P02A07    

Choice of the integration process 

P02 
  P02A03 
  P02A05 
  P02A06    

Pre-integration  
 

P02 
  P02A04 
  P02A05 
  P02A06    

Transformation 

Matching 
 

Local Reconciliation and Final Integration 

P03 
  P03A03 

Maintenance 

CA01 
  CA01A02 
  CA01A03 

 Profiling Datasets 
 Quality assessment 

  

This methodology provides answers to questions such as how to extract information from 

datasets that help their cleaning, standardization and integration, and how to integrate 
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data in different formats, according to which different strategies (based on their format, 

information and quality), with which tools and approaches, and through which sequences 

of integration steps. 

 

By adopting the methodology described in this deliverable, users of the COMSODE 

platform will be supported in additional tasks required in the data publication process: 

- integrating datasets starting from their different formats and languages, linking 

them to knowledge bases, ontologies and other Linked Open Data (LODs) and 

linking together their instances (and their schemas, when present); 

- creating and publishing profiles of the published datasets, and using data profiles 

when reusing shared vocabularies in the publication process (e.g., to understand 

how a property is used in a dataset before reusing it); 

- licensing datasets or check datasets license compatibility before transformation or 

integration activities; 

- comparing and assessing the social value of open data; 

- using the COMSODE platform for datasets publication. 

 

2. Deliverable context 
 

2.1. Purpose of this deliverable 
The goal of this deliverable is to specialize the methodology described in Deliverable D5.1 

and Deliverable 5.2 (D5.1 and D5.2 in the following) with the final purpose of supporting 

users in the publication of Open Data with the COMSODE publication platform (ODN), its 

tools and its data. In this deliverable we assume that two or more datasets will be 

considered as input to the methodology. As a consequence, several activities relative to 

datasets integration will be discussed. 

The methodology described in this deliverable provides answers to questions such as 

how to deploy and use the COMSODE ODN platform, and how to identify and use other 

techniques made available on the Web or defined in the literature, in order to: 

- reuse well known codebooks/vocabularies/taxonomies/ontologies for enriching 

data, and for linking RDF data to other data; 

- integrate two or more datasets and then publish the integrated version of them in 

an open data format; 

- extract syntactic, structural, semantic, and statistical information from the data with 

data profiling; 

- reuse and choose open data access licenses; 

- comparing and assessing the social value of a group of datasets. 

 

 

 

http://www.comsode.eu/index.php/deliverables/
http://www.comsode.eu/index.php/deliverables/
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In particular, this deliverable will focus on the heterogeneities among the datasets (as 

defined in Batini and Scannapieco, 2015), for example: 

 syntactic (e.g., the same data are spelled differently or misspelled);  

 semantic (e.g., different data are represented with homonyms, hence with 

equivalent meanings, or equivalent entities have been assigned different key 

values); 

 structural (e.g., the same data types are modelled differently); 

 domain (e.g. two datasets belong to different domains or to the same domain but 

with different granularity); 

 format (e.g. datasets are given in the CSV format or in RDF/XML).  

 

Due to such heterogeneities, different strategies may be followed in order to select, 

normalize, enrich, assess, match, reconcile, and fuse data. For example, in case of format 

heterogeneity the strategies may be: 

 process each single dataset first, while maintaining the group of datasets into their 

original formats; 

 process an integrated version of part or the whole of datasets, for example by 

integrating first the datasets by format (e.g. integrate first all the CSV datasets, and all 

the RDF/XML datasets); 

 process a first translation of the original datasets into a unique format (e.g. translate 

all CSV datasets into RDF/XML datasets); 

 adopt an iterative combination of the above strategies. 

 

In summary, while D5.1 contents answer questions such as “what datasets should I 

publish as open data?” and “what and why I must publish as open data?”, and D5.2 

contents answer question “how I can publish open data?”, D5.4 contents answer  

questions such as “how should I analyze a group of datasets to improve their quality and 

publishing?”, “how should I better integrate a group of datasets before publishing them 

as open data?”, and “how should I compare a group of datasets to assess their social 

value?”. 
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2.2. Introduction to the Integration Methodology 
 

The following figure and table (Figure 2.1 and Table 2.2) are an overview of integration 

perspectives that are dealt with in this methodology. As integration methodology we mean 

a suite of steps, tools and techniques finalized to the integration of instances of two or 

more datasets. For example, in Figure 2.1 a high level picture of the integration rationale 

behind this methodology is shown. We suppose to have two or more datasets, in different 

formats (e.g., in the case depicted below the format CSV and the format RDF/XML): 

 

 

 

 

 

 

 

 
 

Figure 2.1 A black box overview of the deliverable 

 

Whereas Table 2.2 shows the integration under the light of the intensional (schema, when 

present) vs extensional (dataset) integration dimensions. With the term schema we mean 

the logical structure of a dataset, expressed in a formal language. In tabular data, attribute 

names displayed in the first row, also called the header, may be defined the CSV schema 

of the data. With the term integration we mean the final integration of data sets 

(instances). 
  

D5.4 CSV 

data set  

RDF/XML 

data set  

Domain Knowledge  

Integrated dataset 

in one format 
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Table 2.2 The table of intensional vs extensional integration dimensions 

Relevant for 
(Data/Schema) 

Dimension Definition 

Data CSV Input data values are in CSV format 

 RDF Input data values are in RDF 
(expressed through different formats, 
e.g.,  NT, RDF/XML, and so on) 

Data Model Driven  

 - Intra-model Input data values have the same model 
(e.g., RDF) 

 - Inter-model Input data values have different 
models (e.g., RDF and XML) 

Data Set relationship 
between extensions 

 

 - Non-overlapping Input data sets have no values in 
common 

 - Partially 
Overlapping 

Input data sets have partial values in 
common 

 - Totally 
overlapping 

Input data sets have all values in 
common 

 - Subset of Some input data sets values are a 
subset of other input values 

Schema Model Driven  

 - Intra-model Input schemas adopt the same model 
(e.g., RDF) 

 - Inter-model Input schemas adopt different models 
(e.g., RDF and XML) 

 
Table 2.3 summarizes the perspectives that, our Integration Methodology potentially 

deals with and, in particular, it focuses on which of them will be treated (y), partially treated 

(p) in this deliverable and in the ODN platform.  
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Table 2.3 Integration perspectives of the COMSODE project Integration Methodology 

Integration 

type 
Integration description 

Documented 

in D5.4 

Developed in 

the ODN 

platform 

Data Integration between 2 or more dataset instances y y 

Schema Integration between 2 or more dataset schemas y y 

Data Intra-

model 

Integration between two or more CSV datasets 

Integration between two or more RDF datasets 
y y 

Data Inter-

model 

Integration between 1 or more CSV and 1 or more 

RDF datasets 
y Y 

Schema intra-

model 

Integration of two or more RDF schemas 
y y 

Schema inter-

model 

Integration of  CSV column titles and RDF 

schemas 
y p 

Set 

relationships 

between 

extensions 

integration between non overlapping datasets 

Integration between partially overlapping dataset 

Integration between totally overlapping datasets 

Integration between subsuming-subsumed 

datasets 

p p 

This deliverable contains: 

-  Deliverable 5.4 - describes the overall concept of the methodology; 

-  Attachment I  - D5.4 Annex I- provides definition of the techniques, tools and 

literature approaches for integration of datasets. Available at 

http://comsode.eu/deliverables 

- Attachment II - Table of Requirements coverage by the methodology suite 

(available at 

https://docs.google.com/spreadsheets/d/1osLEC3sx37aYfq9POMEuGyFucfQ

qZBqPWiovs94qNfA/edit?usp=sharing) 

 

2.3. Contributions 
 
According to the above integration schema, and to its classificatory phases, the next 

sections will frame and collect the state of the art techniques, tools, and approaches to 

datasets integration of both unstructured (e.g. CSV) and structured (e.g. RDF) datasets.  

 
The responsible partner for the deliverable is UNIMIB who is also the main author of the 

deliverable. Other partners of the project consortium provided feedback and comments 

during the development of the methodology. 

http://comsode.eu/deliverables
https://docs.google.com/spreadsheets/d/1osLEC3sx37aYfq9POMEuGyFucfQqZBqPWiovs94qNfA/edit?usp=sharing
https://docs.google.com/spreadsheets/d/1osLEC3sx37aYfq9POMEuGyFucfQqZBqPWiovs94qNfA/edit?usp=sharing
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3. ODN examples of usage 
 

Before introducing the integration methodology theory, we report some examples of ODN 

usage by which we can realize the publication as well as the integration of data sets. The 

three examples show how to publish: 

 

1) One dataset at a time (e.g., a CSV dataset) into ODN, as it is; 

2) Two datasets of the same domain at a time by: 

1. converting them into RDF; 

2. linking their type and attributes to a well known RDF vocabulary; 

3) Two multilingual dataset at a time by: 

1. matching their common values through a candidate attribute (e.g., “active 

ingredient”); 

2. running a string distance algorithm on the candidate attribute in order to find 

correspondences between instances of the two datasets; 

3. linking the correspondences found according to a minimum threshold of the 

algorithm output (distance measure). 

 

In Section 4 the activities of the integration methodology behind the three publication 

examples are explained in detail. 

 

More information on the COMSODE ODN Platform, for Developers, Data Consumers, 

System Administrators and Data Publishers are available in the User Manual. 

 

 

3.1. Publication of a CSV dataset 

 

The following example depicts how to publish on ODN the dataset available at 

http://www.inps.it/docallegati//Mig/OpenData/ID-1902.CSV 

which is a dataset containing the public offers made to an Italian public administration for 

services and products.  

 

 
Figure 3.1 An except of the CSV dataset  

 

To publish a CSV dataset in ODN Comsode, follow these simple steps: 

 

Open the ODN/InternalCatalog, as in Figure 3.2.  

https://utopia.sk/wiki/display/ODN/Documentation
http://www.inps.it/docallegati/Mig/OpenData/ID-1902.csv
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Figure 3.2 – the ODN/internalcatalog homepage 

 

Choose the Datasets button, as in Figure 3.3, in order to have access to the internal 

catalog datasets. 

 

 
Figure 3.3 – the ODN/internalcatalog/dataset page (private datasets only) 
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A list of available datasets, with the total number of datasets available for that catalog,  is 

displayed in the main section of the page. Press the AddDataset button, the one displayed 

in grey at the bottom of the same page, in order to create a new dataset. 

 

 
 
Figure 3.4 – the Create Dataset Form – fields to be filled / part 1 

 

 
Figure 3.5 – the Create Dataset Form – fields to be filled / part 2 
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Fill in all the fields required, which are displayed in Figure 3.5 and 3.6. An example of 

content for each field is reported in Figure 3.6. Press the button “Link” in the screen of 

Figure 3.7 and add the URL of the dataset to be published in the ODN/Internalcatalog 

site (e.g., in our example enter the URL http://www.inps.it/docallegati//Mig/OpenData/ID-

1902.CSV.). The result is the one depicted in Figure 3.8. Once finished to fill all the 

information required in the metadata fields, press the “Finish” button (the one depicted at 

the bottom of Figure 3.7 and Figure 3.8). 

 

 

 
Figure 3.6 – the Create Dataset Form – fields for the dataset 

 
Figure 3.7 – the Create Dataset Form – fields for the dataset 

http://www.inps.it/docallegati/Mig/OpenData/ID-1902.csv
http://www.inps.it/docallegati/Mig/OpenData/ID-1902.csv
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Figure 3.8 – the Create Dataset Form – fields for the dataset 

 
Figure 3.9 – the dataset created, after clicking the Finish button. 

Figure 3.9 shows the CSV dataset as it is available and downloadable in the internal 

catalog of your ODN instance. As depicted in Figure 3.10, if your click on the Explore 

Menu you can preview, download and edit the dataset. If you press the Manage button 

you enter the manage section of the dataset, where, for example, you can make a dataset 

a public dataset, available in the ODN public catalog. To make the dataset publicly visible, 

click the Manage button and change the “Visibility” metadata field to “public” (as in Figure 

3.11). Afterwards, synchronize the dataset with the public catalog, by clicking on the 
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Action button of the Publishing Tab inside the Manage Button Section of the dataset (see 

Figure 3.12). 

 

 
 
Figure 3.10 – if your click on the Explore Menu you can preview, download and Edit the dataset (for example 

for making it a public dataset, by clicking the Manage button and by changing the visibility field to “public” 

and by synchronizing it with the public catalog – See next Figure). 

 

  
Figure 3.11 – once the dataset field visibility is put to “public” you can save your updates and go to the 

dataset  homepage. 
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Figure 3.12 –go to the dataset Home (in the menu that starts with the house icon), click Manage and choose 

the tab “Publishing”. Click on the Action button and choose “Synchronize with public catalog now”. 

Now you can log out, reload ODN and go to the Datasets page of the ODN/PublicCatalog, 
and the dataset will be shown in the list of published datasets (see Figure 3.13): 
 

 
Figure 3.13 – ODN/Public Catalog homepage with the dataset published. 

 

By clicking on the Manage button of the dataset you will enter the Manage section of the 

dataset. See the following Figure (3.14) to discover how to create a new pipeline with 

ODN (which will bring you automatically to the ODN/UnifiedViews component): 
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Figure 3.14 – Manage view of the dataset in internal catalog. By clicking on the Pipeline button, a new 

pipeline is added for the dataset. 

 

You can choose: a. to create a new pipeline, b. to associate an existing pipeline to a 

dataset; c. to create a new pipeline based on a modified copy of an existing pipeline. In 

all the three cases, you must set an option the radio menu of Figure 3.15. 

 

 
Figure 3.15 – Manage view of the dataset in internal catalog. By creating a new manual Pipeline, a new 

instance of ODN/UnifiedViews is opened. 

Once you have chosen which kind of pipeline to create, press the finish button and you 

will be redirected automatically to ODN/UnifiedViews homepage. Figure 3.17 depicts the 

situation where a new DPU is created inside UnifiedViews, in the new or modified 

pipeline. 
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Figure 3.16 – Manage view of the dataset in internal catalog. By clicking on the Finish button, a new instance 

of ODN/UnifiedViews is opened. 

 
Figure 3.17 – Example of a DPU loaded into the area of the pipeline for the dataset. 

 

3.2. Integration of two CSV datasets at a time by linking 

them to a common RDF vocabulary 

 

So far, we have mentioned the limitations of CSV representations (“flat” structure) and of 

the RDF vocabularies that are intended to provide an explicit semantic layer or structure 
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for a flat record, but sometimes lack the semantic nuances for describing specific domain 

data.  

However, a good methodological approach would suggest to analyze the CSV file first, 

and to find the most suitable vocabulary or suites of vocabularies for better describing, 

representing and transforming tabular records into RDF triples, or simply link table 

columns to the classes and properties of a well known vocabulary. The same operation 

may be exploited for the management of datasets with labels in different languages, for 

example at schema level (hence by linking each column of a table in one language to a 

type in the vocabulary, expressed in another “reference” language, e.g. English). 

Consider the following CSV dataset schema, of goods seized to mafia:  

 N. unity: unique id of the good which has been seized. 

 Type: good type (e.g., house, garage, and so on). 

 Consistency: good dimension, e.g., in square meters or number of rooms. 

 Place: good address. 

 Dealers: organizations to which the ownership of the good has been allowed. 

 Years duration: dealing duration expressed in years. 

 Project: purpose for which a good has been given to an organization. 

And consider a second data set, with a partial or total overlapping schema with the first 

data set.  

 

The DPU covered by this example are: 

 

 uv-e-filesDownload 

to upload the file into the UV pipeline for processing 

 

 uv-t-tabular, the purpose of t-tabular in the example is to convert the dataset to 
RDF. Each row in the example dataset represents a good. The DPU t-tabular converts 
each row of the input CSV file into an RDF resource, identified by an URI. Thus we 
convert each row into a Good resource. Each attribute in the CSV file is treated as an 
RDF property, so that the DPU produces in outputs a triple for each attribute of each 
record. 
 

 uv-t-SparqlConstruct, the purpose of t-sparql in the example is to align the terms 
of the RDF triples produced by t-tabular with terms of standard ontologies such as 
Schema.org and goodrelations.org. In this example we show how to implement the 
matching with terms of the Schema.org ontology.  

 

 uv-t-metadata, to add RDF static metadata to the published dataset (e.g. author, an 

example of entity, the language of the dataset, the publisher of the datasets, and so 

on) 
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 uv-t-RDFToFiles (RDF to File transformer) it is a DPU that transforms input RDF in 

RDF output, with the possibility to create the RDF .graph file, that is the URI .graph 

file. 

 

 uv-t-zipper produces a zipped version of all the above produced files. 

 

 uv-l-filesToCKAN (system loader to CKAN), it is the DPU that enables loading the 

dataset to ODN/catalog (e.g., CKAN). 

 

An example of the final pipeline to link a CSV data set to a well known vocabulary is 

available in Figure 3.18: 

 

 

  

Figure 3.18 A possible schema of the pipeline with DPUs and edges between them.  

 

Figure 3.19 shows the configuration of the uv-t-tabular DPU for the transformation of CSV 

fields into RDF properties. 
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Figure 3.19 the configuration of the uv-t-tabular DPU 

 

The SPARQL CONSTRUCT Query executed within the uv-t-SparqlConstruct DPU of 

UnifiedViews to obtain the RDF representation of the dataset and its mapping to the 

schema.org vocabulary is depicted in Figure 3.20. 
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Figure 3.20 the configuration of the uv-t-sparqlConstruct DPU, for the transformation of the dataset into RDF. 

An example of the final result of reuse of a common vocabulary describe instances of a 

CSV data set is depicted in the following paragraph, where one record of the dataset is 

reported in its RDF model (with schema.org as its schema): 

 

 

<http://COMSODE.eu/beni_mafia/1> a <http://schema.org/Place> ; 

 <http://schema.org/additionalType> "abitazione"@it ; 

 <http://schema.org/additionalProperty> "2,5 vani"@it ; 

 <http://schema.org/address> _:node19nf4serbx6 ; 

 <http://schema.org/potentialAction> "Progetto Sociale"@it .  

 

_:node19nf4serbx6 a <http://schema.org/PostalAddress> ; 

<http://schema.org/streetAddress> "Via Arqu"@it .  

 

<http://COMSODE.eu/beni_mafia/Fondazione_Casa_della_Carit_Angelo_Abriani_Onl

us_Via_Brambilla_8/10_20128_Milano> a <http://schema.org/Organization> ; 

<http://schema.org/owns> _:node19nf4serbx7 , [..] . 

_:node19nf4serbx7 a <http://schema.org/OwnershipInfo> ; 

 <http://schema.org/typeOfGood> <http://COMSODE.eu/beni_mafia/1> ; 

 <http://schema.org/ownedThrough> "10"@it . 



 

28 
 

As a last step, uv-t-metadata DPU is configured in order to add all those metadata to the 

final file, that can be downloaded together with the RDF dataset. Figure 3.21 shows the 

DPU and a part of its fields. 

 

Figure 3.21 the uv-t-metadata DPU. 

For the second data set, the work is analogous to the one described above. In the end, 

common values should represent the same entity and technique for joining the two graphs 

can be applied. 

 

As a last example, an integration of two CSV datasets, with their transformation into RDF 

and mapping of their common field is depicted in the next section. 

 

 

 



 

29 
 

3.3. Integration of two datasets with labels expressed in 

different natural languages using the Silk DPU 

The last example is relative to the integration of two datasets in the medicine domain. 

The first dataset is the Italian dataset of medicines available in 2015, updated to 2015 

and available at 

 

http://www.agenziafarmaco.gov.it/sites/default/files/Lista_equivalenti-

15_dicembre_2014_0.csv 

 

The second dataset is the Spanish dataset of medicines available in 2015, updated to 

2015, and available at 

 

http://www.msssi.gob.es/profesionales/nomenclator.do 

 

In order to integrate the two datasets, the first step is to publish them in ODN, as separate 

datasets. The pipeline used to create an RDF version of the Italian dataset is the one 

depicted in Figure 3.22. The pipeline for the publication of the Spanish dataset is 

analogous to the one depicted in the same figure. 

 

 
Figure 3.22 the pipeline for the creation of the RDF dataset on Italian medicines 

 

An example record of the Italian dataset as well as of the Spanish dataset are available 

in Figures 4.22 and 4.23, respectively. 

 

 
Figure 3.23 one record of the Italian medicines dataset 

 

http://www.agenziafarmaco.gov.it/sites/default/files/Lista_equivalenti-15_dicembre_2014_0.csv
http://www.agenziafarmaco.gov.it/sites/default/files/Lista_equivalenti-15_dicembre_2014_0.csv
http://www.msssi.gob.es/profesionales/nomenclator.do
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Figure 3.24 a record example of the Spanish medicine dataset in RDF 

 

At this point we can use the prototype E-Silk DPU, which is based on the Silk tool1, in 

order to find a string matching between the fields “Principio-attivo” (active ingredient) of 

the Italian dataset and “Principio-activo-o-asociacion-de-principios-activos” of the 

Spanish dataset. We apply the JaroWinkler metric2, a string metric that compares two 

strings and measures their distance, with threshold 0.09. Figure 3.25 (a and b), 3.26, and 

3.27 depicts some of the basic configurations of the E-Silk DPU for the integration of the 

two above datasets. 

 

 
Figure 3.25 a) The configuration file of the E-Silk DPU for the integration of the two datasets on Italian and 

Spanish medicines. 
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Figure 3.25 b) the configuration file of the E-Silk DPU for the integration of the two datasets on Italian and 

Spanish medicines. 

 

 
Figure3.26  The prefixes to be set in order to choose the datasets to be integrated (in this specific examples, 

the dataItaOntology and the dataSpaOntology datasets with their URIs). 
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Figure 3.27  The DataSources parameter, which allows to choose the source and target datasets to be 

integrated. 

Finally, a triple with source URI, target URI and owl:sameAs property is issued from the 

E-Silk DPU. An example of the first 6 records matched for the two datasets is depicted in 

Figure 3.28. 

 

 
Figure 3.28 The first 6 records of the integrated dataset Italian and Spanish medicine datasets. 

By checking manually the first matching pair with medicine id <41205269> and medicine 

id <665450> the following two records result: 

 

<rdf:Description rdf:about="http://linked.opendata.cz/ontology/odcs/tabular/Italiano/41205269"> 

<AIC xmlns="http://linked.opendata.cz/ontology/odcs/tabular/">41205269</AIC> 

 <Principio-attivo 

xmlns="http://linked.opendata.cz/ontology/odcs/tabular/">Atorvastatina</Principio-attivo> 

… 

 

<rdf:Description rdf:about="http://linked.opendata.cz/ontology/odcs/tabular/Spagnolo/665450"> 

 <ID xmlns="http://linked.opendata.cz/ontology/odcs/tabular/">665450</ID> 

 <Nombre-del-producto-farmac_utico 

xmlns="http://linked.opendata.cz/ontology/odcs/tabular/">ATORVASTATINA TEVAGEN 40 mg 

comprimidos recubiertos con pelicula , 28 comprimidos</Nombre-del-producto-farmac_utico> 

 

<Principio-activo-o-asociacin-de-principios-activos 

xmlns="http://linked.opendata.cz/ontology/odcs/tabular/">ATORVASTATINA CALCICA,</Principio-activo-

o-asociacin-de-principios-activos> 

… 
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4. A methodology overview 
Table 4.1 depicts a unified overview of schema and dataset integration activities that will 

compose the methodology of D5.4. In the Table, each Activity is defined for the schema 

as well as the data set instances dimensions, with the exception of Licensing activity, 

which is reported only for the Metadata dimension. This methodology is intended more 

as a toolkit, rather than as a workflow based on sequential phases with iteration steps. 

However, for the examples in Section 3.2 and 3.3 of this deliverable a workflow toolkit 

with well defined phases is reported in Figure 4.2 and 4.3.  

 

We assume that the methodology is valid for every dataset format (e.g. either CSV or 

RDF/XML). Also the table is not intended to depict a workflow, but rather a toolkit, with 

some activities that may be subject to iteration (e.g. the maintenance of integrated 

datasets may imply to reconsider some activities more than once, e.g., matching, and so 

on), and some others may be exploited as cross-cutting activities (e.g., domain 

knowledge exploitation may be used in pre-integration and matching phases, and so on). 

 

As already said, the integration methodology may be applied to data in one homogeneous 

format (intra-model) or to data in two or more heterogeneous formats (inter-model). In 

particular, some activities are applicable only within an intra-model approach (e.g. 

matching or local reconciliation and final integration). A few workflow toolkits are depicted 

in Figure 4.1: 

 

 

 

 

 

 

 

  
Figure 4.1 two possible workflow of integration  

 

 

 

 

 

 

 

 

 

 

 
Figure 4.2 Workflow toolkit for the integration example of Section 3.2  
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Figure 4.3 Workflow toolkit for the integration example of Section 3.3. The dashed box represents a possible 

last activity of linking the new integrated data set with drug vocabularies (e.g. RxNorm3, and so on). 

 
Table 4.1 A high-level overview of the kind of input / integration activities for metadata, schemas and 

datasets with a short definition 

Kind of Input/ 
Activity 

Metadata Schema Dataset 

License matching for 
compatibility 
assessment 

License fields 
of metadata 

- - 

Domain Knowledge 
Exploitation 

- Local schema 

alignment with 
ontologies and 
vocabularies 

Tabular annotation (if CSV) or 
local data alignment with 

external knowledge sources (if 
RDF) 

Choice of the 
integration process 

- intra-schema or inter-
schema integration 

matching directly or with external 
sources (match or link and 
match) / local,  global and 

“glocal” integration 

Pre-integration  - Preparation of schema 
(includes 

standardization, 
normalization) 

Preparation of data 

(includes standardization, 
cleansing) 

Transformation - Translation from one 
format to another 

Transformation from one format 
to another 

Matching 

 
- Find correspondences 

Find heterogeneities 

Final matching / non-matching 
pairs 

Local Reconciliation 
and Final Integration 

- Solve heterogeneities 

Keep correspondences 

Data fusion 

Maintenance - rebuilding the process 
from scratch or 
incrementally 

rebuilding the process from 
scratch or incrementally 

 

 

Choice of the 

integration 

process 

 

 

 

Matching: 

Silk DPU with  

JaroWinkler 

matching 

function 

 

 

CSV data set 

Language 1 

 

Transformation 

In RDF 

 

 

CSV data set 

Language 2 

 

Transformation 

in RDF 

 

Domain 

Knowledge 

Exploitation 

Local 

Reconciliation 

and Final 

integration 
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Table 4.2 provides an input-output of the above integration activities. 

 
Table 4.2 An input/output overview for each kind of input and each integration phase 

 
Domain 

exploitation 
 

Pre-integration 
Design of 
Integration 
Strategy 

Matching Reconciliation Maintenance 

Schema 
input 

set of labels / set 
of concepts and 
attributes 

Set of not 
normalized / 
unstructured 

schemas 

Two or more 
schemas 

Schema concepts  
+ integration 

strategy 

Correspondences 
between entities / 

concepts 

Integrated 
schemas 

Schema 
output 

Set of typed 
labels for tabular 
model/ set of 
mappings 
between 
concepts for 
RDF model 

Set of normalized / 
structured 
schemas 

Local, global or 
glocal strategy 

Correspondences 
between entities / 

concepts 

New / translated 
schema or global 
mediator schema 

Update of 
integrated 
schemas 

Dataset 
input 

Set of instances  Set of non 
normalized / 
incomplete 
instances 

Two or more 
set of instances 

Set of instances + 
integration strategy 

Set of matching / non 
matching pairs 

Integrated 
instances 

Dataset 
output 

Set of typed 
instances 

Set of normalized 
/cleansed and 

complete 
instances 

Blocking, 
comparison and 

decision 
functions  

Set of matching / 
non matching pairs 

Set of fused instances  Update of 
integrated 
instances 

 

 

4.1. License Comparison and Compatibility 
Whenever re-using open data from third parties, for further consuming, integration and 

publication purposes, and whenever such data are released under different licenses, a 

license matching for compatibility assessment activity is necessary in order to check and 

access the legal compatibility of the actions permitted, forbidden or required on them by 

their licenses. In the specific domain of data integration, for example, all the licenses 

associated with the candidate datasets to integration must at least permit to adapt (e.g., 

to transform, link, mashup, combine) or derive from the original works a new work (i.e. 

the integrated dataset). Otherwise, any integration would be impossible. 

Another step to be taken is the choice of a suitable license that should be attached to the 

newly created dataset, once the integration is done and the new work released and 

published. Some open data licenses are aware of the need to use and manipulate 

information coming from several Information providers. Such licenses usually foresee a 

mechanism to list multiple attributions, by considering the possibility to include a URI or 

hyperlink to a resource that contains all the required attribution statements (e.g. a list of 

multiple licenses, provided they are compatible, as it is intended in the following).  
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Both the issues of licenses compatibility and multiple licensing have been tackled in the 

papers of [Villata & Gandon, 2012] and [Governatori et al., 2013]. In this methodology, 

we report a method for comparing licenses terms which comes from the work of [Villata 

& Gandon, 2012]; in such paper, compatibility rules are defined over a basic model of 

licenses, which relies on the structure of the Creative Common licenses RDF schema4, 

known to be the reference family of licenses for publishing open data on the Web. We 

then introduce the use of a tool, namely “Licentia”, which has been implemented and is 

available online for checking compatibility among different licenses through the fine-

grained comparison of licenses elements.  

Another standard for licensing terms is that of Open Definition5, where compliant licenses 

are also defined and listed (see the Open Definition Compliant Liceses web page for 

details), and a manual procedure can be activated to add new conformant licenses to the 

list of existing conformant Open Definition licenses. 

 

4.1.1. The License comparability: definitions and operations 
 

In the proposed RDF schema for license matching and compatibility assessment, shown 

in Table 4.3, one license is composed of different models, each model is defined as a set 

of elements which comply with different aspects of the license they describe. 

 

Two models are compatible if: 

(i) the models are the same; 
(ii) the models are composed by elements which satisfy the compatibility rules 

(Table 4.6);  
(iii) their elements are compatible. The elements compatibility is checked with 

respect to the following features:  
a. the elements are the same; 
b. the elements satisfy the subsumption rules of Table 4.4; 
c. the elements satisfy the compatibility rules against unspecified elements, 

as shown in Table 4.5; 
d. the elements satisfy the compatibility rules of Table 4.6; 
e. all the nested elements (if any) are compatible. 

 

If licenses result to be incompatible one may choose to: 

- suspend the choice of a license for the data; 
- opt for the more restrictive of the two licenses; 
- opt for the more permissive of the two licenses. 

 

 

 

 

 

 

http://opendefinition.org/licenses/
http://opendefinition.org/licenses/process/
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Table 4.3 – Models and Elements of one License according to Creative Common licenses RDF schema 

Model 
name 

Model 
definition 

Element name Element definition 

Permission Actions that 
may or may 
not be 
allowed or 
desired 

Reproduction making multiple copies 

Distribution distribution, public display, and 
publicly performance 

Derivative Works distribution of derivative 
works, i.e., works modified 
w.r.t. the original 

Sharing permits commercial 
derivatives, but only non-
commercial distribution 

Requirement Actions that 
may or may 
not be 
requested 

Notice copyright and license notices 
be kept intact 

Attribution credit be given to copyright 
holder and/or author 

Attach Policy attach the policy to the work 

Share Alike derivative works be licensed 
under the same terms or 
compatible terms as the 
original work 

Source Code source code (the preferred 
form for making modifications) 
must be provided when 
exercising some rights granted 
by the license 

Copyleft derivative and combined 
works must be licensed under 
specified terms, similar to 
those on the original work 

Prohibition Actions that 
are asked not 
to be done 

Commercial use exercising rights for 
commercial purposes 

High income Nation 
Use 

use in a non-developing 
country 

 

 

Some compatibility rules are defined over the elements. Two licenses are compatible if a 

compatibility is found among the set of elements of each model of the two licenses. 

The set of rules define a compatibility relation between pairwise elements; this relation 

has the property of symmetry (i.e. if el1 is compatible with el2, the viceversa is also true). 
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For permission elements, the compatibility holds between more permissive and less 

permissive items (i.e. a subsumption relation is proved between two elements): 

 

 

 
Table 4.4 Compatibility rules for Permission elements (subsumption relation) 

First element 
name (el1) 

Second element 
name (el2) 

Compatibility (el1  el2) 
( - compatibility 
operator, T – true, F - 
false) 

Sharing Derivative Works T 

Reproduction Distribution T 

Reproduction Derivative Works T 

Reproduction Sharing T 

Distribution Derivative Works T 

Sharing Distribution F 

 

The only incompatibility for the permission model holds between the sharing element 

(which implies non-commercial distribution) and the distribution element (which allows for 

commercial distribution instead). 

 
Table 4.5 Compatibility rules for Permission, Requirements and Prohibition models against unspecified 

elements 

First element name 
(el1) 

Compatibility (el1  unspecified) 
( - compatibility operator, T – 
true, F - false) 

Notice T 

Attribution T 

AttachPolicy T 

ShareAlike T 

SourceCode T 

Copyleft T 

NonCommercial F 

HighIncomeNationUse F 

Reproduction F 

Distribution F 

Derivative Works F 

Sharing F 

 

In case the second license leaves some elements unspecified, compatibility should be 

assessed between a defined element and the unspecified element. Table 4.5. shows the 

relative compatibility rules. 

 

 

 



 

39 
 

 

 

 

 
Table 4.6 Compatibility rules among Requirement and Prohibition models (the compatibility requires that 

both elements are present in the new license) 

First element name 
(el1) 

Second element 
name (el2) 

Compatibility (el1  el2) 
( - compatibility 
operator, T – true, F - 
false) 

Condition of 

compatibility ( 
- logical AND 
operator 

Attribution ShareAlike T el1  el2 

Attribution NonCommercial T el1  el2 

ShareAlike NonCommercial T el1  el2 

 

 

 

4.1.2. The Licentia Tool and examples of usage 
 

The Licentia Tool6 is the computational device for the licenses compatibility assessment 

based on the above rationale. It allows to: 

 

- find a custom license for one dataset, provided the permissions, obligations and 
prohibitions that should be associated with the use and reuse of the data. Licentia returns 
the list of licenses compatible with the selected conditions. 

- check if one license allows for a certain use or reuse of the data when choosing one 
license in the tool repository and a set of conditions. Licentia returns whether the license 
is compatible with the selected conditions. 

- download a license in RDF (Turtle syntax) to attach it to data. The license can be also 
visualized as a graph-based representation. 

For example, by describing one license through its permissions, requirements and 

prohibitions, a list of compatible licenses is returned by the tool. The following example is 

based on the search and retrieval of a list of compatible licenses for the Creative Common 

License7: 
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Figure 4.4 An excerpts of the list of full compatible licenses as returned by Licentia (the description of terms 

for the Creative Common License against which the compatibility has been computed is reported on the right 

of the Figure) 

 

 
Figure 4.5 An excerpt of the list of compatible licenses with missing (unspecified) elements with respect to 

the Creative Common License. 
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Figure 4.6 List of unspecified elements of two licenses with respect to the Creative Common License. 

 

If we compare the examples of Figure 4.6 with the compatibility table of defined vs 

unspecified elements (see row 2 of Table 4.5 returning a true value) we discover that both 

the GNU General public License v2.0 and the Boost Software License 1.0 are still 

compatible with our Creative Common License of point 4 above. 

 

A practical example 

In COMSODE platform, within the 150 datasets published by COMSODE project, most 

Italian datasets have been licensed with CC-BY 3.0 Italy. By looking at the License 

visualizer tool of Licentia we may discover all the terms of the license that we can compare 

with the license of a dataset of another country we want to integrate with the Italian one; 

for example the Czech dataset with license Open Data Commons public domain 

dedication and license.  

 

Figure 4.7 and 4.8 show the License visualizer tool of an excerpt of both the two licenses. 

We may use the the check compatibility Tool of Licentia to check if they are compatible 

and if we can then proceed with the integration of datasets. 
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Figure 4.7 An excerpt of the CC-BY 3.0 Italy License – part Obligations 

 

 
Figure 4.8 the ODN Public DDL License 

 

By running the license compatibility checker tool of Licentia we discover that the two 

licenses are compatible. The same procedure may be followed using the algorithm 

depicted above, in the specific case by comparing permissions (whose terms are identical 

for the two licenses) with the requirements (attachPolicy and attribute of the first license 

vs unspecified of the second license). By checking the compatibility Table 4.7 it turns out 

that the attribution term is compatible with the unspecified.  
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4.2. Domain Knowledge Exploitation 
This activity aims to enrich the local knowledge available for schemas and datasets with 

external sources of knowledge. Ontologies and vocabularies may be aligned with local 

schemas, while other knowledge sources such as knowledge bases, reference standard 

classifications of instances, and thesauri may help improving the standardization, clarity 

and quality of datasets in preparation of their integration. Knowledge sources of this kind 

have been defined in D5.2. 

In particular, two main examples are carried out in the following paragraphs: 

 the alignment of datasets with knowledge sources; 

 the linking of datasets with a bridge file or knowledge source. 

 

4.2.1. Alignment and bridging with External Knowledge Sources 

A large amount of domain-specific and cross-domain information is available in open web 

Knowledge Bases (KB) published according to the linked data paradigm (e.g., 

GeoNames8, DBpedia9, YAGO10, Freebase11). A user might be interested in integrating 

data extracted from a tabular or RDF dataset with data available in Web KBs. For 

example, demographic data can be from GeoNames or DBpedia and integrated with data 

from a dataset. Web KBs and ontologies used in these KBs can be used as mediators in 

the process of integrating two datasets.  

 

Assume we have two datasets that describe demographic data of several cities. Assume 

that in dataset 1, cities are identified by CITY_NAME and their population is described in 

the attribute POP. Assume that in dataset 2, cities are identified by FIPS_CODE and their 

population described in the attribute POPULATION. By looking up FIPS codes in DBpedia 

we can find out that the FIPS code 48-55080 occurring in dataset 2 refers to the city 

described by the DBpedia resource http://dbpedia.org/resource/Paris,_Texas, and 

hence match the city name occurring in dataset 1. In addition, by matching POP and 

POPULATION to the DBpedia ontology, it is possible to align the two attributes to the 

dbpedia-owl:populationTotal property of the DBpedia Ontology.  

 

Assume a user has to integrate a number of datasets describing several facets of a 

problem of interest (e.g., demography, income, and climate data) or else other users have 

accomplished other data integration tasks in the same domain in the past; if the outputs 

of these data integration projects are available as Web KBs, they are available as 

information sources or mediators for next integration projects.  

 

Based on these observations, we can redefine the input of a dataset integration task to 

be one of the following cases: 

 One or more datasets; 

 a dataset and a set of open KBs; 

 a set of previously integrated datasets and KBs.  

http://www.comsode.eu/index.php/deliverables/
http://live.dbpedia.org/resource/Paris,_Texas
http://dbpedia.org/ontology/populationTotal
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The output of the process is an RDF dataset (schema + instances). 

 

4.3. Pre-integration 
The phase of pre-integration is devoted to the schema and dataset analysis and 

consequent intervention to improve them before their integration. 

The following pre-integration tasks are described in the document: 

 

 Data profiling. 

 Assessment and Improvement of quality. 

 Normalization, standardization and restructuring of datasets. 

 

  

4.3.1. Data Profiling 

4.3.1.1. Principles and Goals of Data Profiling  

Data profiling is the process of extracting and representing information about the data, so 

as to support a user in understanding the content of the data and better assess if the data 

fit the user purpose. Two aspects of a data set are addressed by data profiling:  

 content and structure of a data set;  

 quality issues of the data.  

 

Data profiling is quite important in several data management activities, e.g., data 

integration and ETL procedures. Examples of questions that can be answered with data 

profiles are: 

 What kinds of entities and values are described in the data? 

 How are values formatted (e.g., which is the format used to represent dates)? 

 How are values distributed (e.g., are dates distributed in a certain time interval)? 

 Are there any missing values (e.g., date are unavailable for some row in a table)? 

 

The valuable information to be show to a user about a data set depends also on the data 

model. For example, for relational databases, many commercial tools offer data profiling 

features that analyze the content, structure, and relationships within data to discover 

patterns and rules, inconsistencies, anomalies, and redundancies. Examples of data 

profiling features offered by Microsoft SQL Server are column value distribution (content 

and structure), column statistics (content and structure), column null ratio (data quality), 

functional dependencies (content and structure).  

 

The COMSODE platform focuses on publishing open data as Linked Open Data, for 

example starting from relational and other tabular data sources (see the T-Tabular DPU, 

described in [D3.2, D5.2]. For this reason in this methodology we focus on data profiling 

for RDF data.  
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4.3.1.2. RDF Data Profiling for Linked Open Data publication 

with the COMSODE platform 

 

Data profiling for RDF data is relevant to two tasks needed in the publishing methodology: 

- while selecting a vocabulary for publishing Linked Open Data (task P02A03 of the 

Preparation of publication phase of the methodology described in D5.1), a user 

wants to understand how the vocabulary has been used in the data set; 

- after publishing a data set, a user wants to (1) understand how the data published 

in RDF will look like and (2) have a better insight into their quality.  

 

Observe that both these tasks are particularly relevant when the publication process aims 

at producing integrated data, which is the main issue addressed by this methodology (see 

in particular Section 3.2 and Section 3.3 of this document). In this process, a user wants 

to publish a data set so that the published data vocabulary and structure are reconciled 

with data previously published by third parties of by his/her organization. Such user may 

need to better understand the content of the data sets he/she is trying to reconcile the 

new data with, before proceeding to integration.  

 

In this methodology we provide guidelines on how to profile RDF data sets using 

COMSODE DPUs and an external tool created in the context of the COMSODE project. 

 

4.3.1.3. Content and Structure Profiles with the ABSTAT data 

summarization framework 

 

Relational data are associated with a schema, which can be easily inspected in every 

database management system. In tabular data, attribute names are often displayed in 

one row, also called the header, which the user can look at to understand the structure of 

the data. Instead, in RDF data, the triple-based model makes it difficult to support the 

user in effectively and quickly understanding the content of a data set. For example, 

answering to the following questions require a significant user effort: 

- What types of resources are described in the data set?  

- What properties are used to describe the resources?  

- What types of resources are linked and by means of what properties?  

- How many resources have a certain type and how frequent is the use of a given 

property?  

 

Linked data sets make use of vocabularies, or ontologies, to describe the semantics of 

their data. However, looking at ontologies is often not sufficient to answer the above 

questions for several reasons. Ontologies may be large, for example, DBpedia uses a 

vocabulary consisting of 705 (local) concepts and 2,794 properties. Ontologies may be 

underspecified (with the purpose of modeling a large amount of diverse data in a flexible 
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way). The properties have either the domain or the range unspecified for example 585 

properties are unspecified in the DBpedia ontology. In addition, in relatively expressive 

ontologies like the Music ontology, some connections between types may be specified by 

means of OWL axioms, e.g., qualified range restrictions, which may be difficult to 

understand for many data practitioners. Finally, the ontology does not tell how frequently 

certain modelling patterns occur in the data set. Answers to the above questions can be 

collected with explorative queries, but at the price of a significant server overload and 

high response times.  

 

As a consequence, a user of the COMSODE platform who wants to publish his/her data 

reusing a vocabulary that was used in a data set, may find it difficult to understand the 

structure of such a data set and how the concepts and properties that he/she is willing to 

reuse have been used in practice. As an example consider a user of the COMSODE 

platform who wants to reuse properties from the DBpedia.owl ontology, or properties used 

in previous data sets.  

 

ABSTAT is a tool for the summarization of linked data sets, which helps to solve the 

problems mentioned above. ABSTAT data summaries can cover the content and 

structural aspects of data profiling that are not covered by data quality DPUs. 

 

 
Figure 4.9 An overview of the ABSTAT summarization framework 

 

ABSTAT is a linked data summarization framework based on an ontology-driven 

ABstraction model and on the computation of STATistics. Summaries returned by 

ABSTAT are represented in RDF and can be queried or navigated through a web 

interface, which answers explorative questions to have a better understanding of the 

dataset.  

 

A Linked data summary of a data set D that uses an ontology O consists of:  
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• a terminology graph, which represents subtype relations in the ontology; 

• a set of abstract knowledge patterns (AKP, called just patterns in the rest of this 
section) having the form (C,P,D), where C and D are types and P is a property; 

• statistics about the frequency of the patterns. 

In our approach, a type is an ontology concept or a datatype. Observe that, differently 
from a literal, an ontology instance may have several types specified in the data, and 
most of them can be related by a subtype relation. Patterns are triples having the form 
<C,P,D>, which represents the occurrence of triples <x,P,y> in the data, such that C is a 
minimal type of x and D is a minimal type of y. For example, consider the triples 
<LionelMessi,team,FC_Barcelona>, and <CristianoRonaldo,team, Real_Madrid_C.F.>; 
the AKP - <SoccerPlayer,team,SoccerClub> is extracted by ABSTAT, because 
SoccerPlayer is a minimal type of LionelMessi and CristianoRonaldo, and SoccerClub  is 
a minimal type of FC_Barcelona and Real_Madrid_C.F. In this case, the pattern 
<SoccerPlayer,team,SoccerClub> represents an abstraction of two triples.   

A type C is a minimal type of a data instance x when there not exists another type of x 
that is also subtype of x. For example, let us assume that a data set contains two triples 
<LionelMessi-rdf:type,SoccerPlayer> and <LionelMessi-rdf:type,Person> and that the 
ontology contains the triple <SoccerPlayer, owl:subClassOf, Person>. In this case 
SoccerPlayer is a minimal type for LionelMessi, while Person is not a minimal type for 
LionelMessi (because SoccerPlayer is subtype of Person). By considering minimal types 
of resources, computed with the help of the data ontology, ABSTAT excludes several 
redundant patterns from the summary, for example, we do not represent 
<Person,team,SoccerClub>.  

Figure 4.9 shows an overview of the ABSTAT summarization process. The terminology 
graph is extracted from the input ontology. Typing assertions, i.e., assertions containing 
statement about the instance types, and relational assertions, i.e., assertions containing 
a relation between two instances or between an instance and a literal, are examined. The 
terminology graph is used to compute the minimal types of instances. Patterns are 
extracted. For further details about the extraction algorithms we refer to [Palmonari et al. 
2015]. 

The use of minimal type patterns is important to minimize the number of patterns 
extracted in data set that use vocabularies with rich type hierarchies, which is quite 
common in Linked Open Data. However, ABSTAT can also be run with empty vocabulary. 
In this case the minimization process is not applied and patterns are built with every 
instance types. In conclusion: 

 If a data set uses ontologies with rich type hierarchies and include every type of each 
instance, it is recommended to profile the data set by giving the ontologies as inputs 
to ABSTAT, so as to minimize the number of extracted patterns 

 If a data set uses flat vocabularies or each instance is associated with at most one 
type, it is recommended to profile the data set by using ABSTAT with empty ontology 
input, which simplifies the summarization process.  

Linked data summaries are represented in RDF to support queries and navigation over 
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the summaries. To this end, we designed the ld-summaries ontology in OWL. We model 
patterns through reified RDF statements. Properties and types are represented with the 
lds:Property, skos:Concept and lds:Datatype concepts, respectively. The terminology 
graph is represented by using the skos:broader property that connects the types. We 
represent URIs of properties and types by using the summary base (i.e., their local id in 
the summary) and link them to their global id from the source ontology with the 
rdfs:seeAlso property. This representation enables the linking between properties and 
types from both an intra-summary and inter-summary perspective. The data property 
lds:occurrence associates the occurrence statistics to patterns, properties and types. 

Linked Data summaries can be navigated and interactively visualized also by accessing 
a Web application. An example of web application to navigate Linked Data Summaries 
can be found on the web (at http://abstat.disco.unimib.it:8880). Figures 4.10 shows two 
samples of patterns extracted with the ABSTAT framework respectively from DBpedia 
and MusicBrainz, as they are visualized by the ABSTAT web app.  

 

 

Figure 4.10. A screenshot of two samples of patterns extracted with ABSTAT framework 

 
 

 

 

 

 

 

 

http://abstat.disco.unimib.it:8880/


 

49 
 

4.3.1.4. Quality Profiles with COMSODE DPUs  

 

Valuable information about a data set can be obtained by running several DPUs 

developed in COMSODE for the evaluation of data quality. Here is a list of DPUs that are 

most relevant to data profiling: 

- Q-ACC_1: detection of ill-typed literals which do not abide by the lexical syntax for 

their respective datatype that can occur if a value is (i) malformed or (ii) is a 

member of an incompatible datatype; 

- Q-ACC_2: detecting syntax errors using validators;    

- Q-ACC_7: use of regular expressions to identify date information in date, 

dateTime, gYearMonth, gYear, gMonthDay, gDay and gMonth formats; 

- Q-C_1: property completeness, that measures the number of null/missing values 

of a specific property in a dataset; 

- Q-C_2: dataset completeness, that captures the presence of null/missing values 

in a whole dataset; 

- Q-C_5: understandability of a resource, measured as the presence of human 

readable labels and descriptions of resources; 

- Q-C_1: currency of a document, measured as the age of the document, where the 

age of a document is computed as the difference between the current time (the 

observation time) and the time when the document was last modified. 

 

Details about these DPUs can be found in Deliverable D6.2, where the problem of 

evaluating the quality of RDF data is discussed.  

  

 

 

4.3.2. Normalization, standardization and restructuring of 

datasets 

In the relational model, normalization is the process of redundancy minimization by re-

organizing schemas. This process has strictly to do with functional dependencies. 

Standardization is the modification of information with new information according to 

defined standard or reference formats. Restructuring datasets or schemas may be a 

consequence of normalization and standardization. These activities bring some utility to 

the integration process, as they are able to let concepts of different schemas become 

more comparable.  

Pre-integration includes all the syntactic and structural normalizations of datasets. 

 

For example, one step of normalizing a CSV data set may be that of transforming a CSV 

table according to its BCNF (Boyce-Codd Normal Form), as in the following example: 

 

 

 

http://www.comsode.eu/index.php/deliverables/
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Figure 4.11 two examples of BCNF normalization 

 

Another example is the restructuring (e.g. unification or separation) of a group of fields 

and of a composed field of one CSV dataset to make them correspond to the field 

structure of a second CSV dataset, where a composed field or the group of fields 

represent the same entity or the same property, for example: 

Dataset 1     Dataset 2 

Location   streetAddress Number ZipCode City 

550 First Avenue 10026 New York   First Avenue 550 10026 New York 

Figure 4.12 A composite field and a group of fields for the address property of the New York University 

Hospital Centers 

Dataset 1 – Spanish list of national drugs Dataset 2 – Italian list of national drugs 

Medicine Name   Active igredient Name Package 

ACICLOVIR ARISTO 800 mg 

COMPRIMIDOS DISPERSABLES 

EFG , 35 comprimidos 

  Aciclovir "800 MG COMPRESSE" 35 

COMPRESSE 

Figure 4.13 A composite field named “Medicine Name” with the name of the Medicine, the active ingredient 

dose, and the number of pills; the same medicine, described in two fields: “Active Ingredient” and “Package”, 

with the name of the active ingredient and the dose and number of pills, respectively. 

St_cou_ex 

Student 

Course 

Exam 

Course 

Student 

St_cou 
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In the first example (Figure 4.12) the separation of fields for Dataset 1 seems the most 

suitable choice, for the opportunities of comparing uniform data types and of exploiting 

external knowledge sources (e.g. link the data to a standard geo data system or to a well 

known vocabulary such as schema.org12, where the PostalAddress entity is composed of 

the properties streetAddress, postalCode, and addressLocality). 

 

In the second example (Figure 4.13)  two different languages are used, Spanish and 

Italian. The separation of the dosage information from the number of pills in the “Package” 

field for Dataset 2, as well as the separation of the active ingredient and dosage 

information in the “Medicine Name” field for Dataset 1, seem to offer the best opportunity 

to find a similarity among the pair of concepts (active ingredient and dosage) for the 

instances in the two datasets. The name of the medicine (which is different in the two 

countries, Spain and Italy) and the number of pills are of secondary importance in the 

identification of the equivalence of drugs.  

The normalization process in RDF is easier as there is little possibility of redundancies 

between entities in the same dataset. A normalization of blank nodes has been treated in 

the literature13. 

 

4.4. Choice of the Integration Process 
Integration strategies are decided in this activity, both for schemas and for datasets. At 

schema level, two alternatives are possible: a translation of one format into another before 

integrating different datasets, as well as the opposite decision of an intra-model 

integration of schemas first and then the translation into another format.  

For datasets instances, the alternatives are relative to the strategy of exploiting 

knowledge sources to annotate a dataset first, and then to integrate such enriched 

datasets, or, on the contrary, to integrate datasets first and then translate, extend or link 

them to external knowledge sources. 

  

In particular, in the following paragraphs the description of integration choices will be 

focused on: 

 

 Local dataset annotation. 

 Global dataset integration. 

 “GLocal” dataset integration. 

 

As a general rule, in case the intra-model knowledge of (CSV as well as RDF) datasets 

is high (e.g., datasets contain a rich description of their domain information, as well as 

correctness and completeness of instances), there may be no need to translate them until 

the last integration step. On the contrary, if intra-model knowledge is low (e.g., data are 

inaccurate, the domain in the dataset is poorly represented) and inter-model knowledge 
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results to be higher, the translation into RDF or the use of RDF external sources may be 

applied at an earlier step. 

 

4.4.1. Local dataset annotation 

In a local approach to datasets integration, a four-step process can be adopted.  

1) Each dataset is annotated using a local ontology, with the result that a set of dataset-

to-ontology (D2O) mappings is defined. 

2) These mappings are used to extract RDF data (described using a local ontology) from 

each dataset.  

3) The two RDF datasets are mapped, at the ontology and at the instance level, with the 

result that a set of correspondences between schema elements and entities of the two 

datasets are established.  

4) These mappings are used to generate a (virtual or materialized) unique dataset that a 

user can query and interact with. 

In this approach a user aims to perform the integration as much locally as he can, defining 

the most adequate ontologies to model the input dataset in step 1 and 2, and finding 

mappings between these local ontologies in steps 3. As a result, the output of the process 

will be a dataset that uses a specific ontology defined in the integration task. External 

resources can be used in this approach but mainly as a means to support the matching 

process (for example as bridges).  

Steps 3 and 4 can be performed using different approaches. For example in a peer-to-

peer approach correspondences would be found among the elements of each ontology. 

In a mediator-based approach, each ontology would be mapped to a common ontology.  

 

 

4.4.2. Global dataset integration 

In a global approach, a new or existing common ontology and use this ontology is 

defined/selected and used in the dataset annotation process. If an ontology of a KB is 

used, mappings from dataset cells to instances described in the KB can also be found. 

All the established mappings can be exploited to extract one dataset from the two. The 

dataset, which is the output of the integration process, will be described using a globally 

available pre-existing ontology at the highest possible extent.  

This approach looks more effective at large scale, considering the availability and 

coverage of large KBs on the web and of other KBs published in previous integration 

projects in the same domain by the same user. However, it has been found that some 

users still prefer to use their own ontologies when working with data in a domain they are 

knowledgeable of (Schaible et al., 2014). Also, some data may cover aspects of a 

http://www.informatik.uni-trier.de/~ley/pers/hd/s/Schaible:Johann.html
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phenomenon that are not adequately covered by available external resources. For this 

reason it cannot be assumed that it is always possible to use these resources in an 

integration task.  

 

4.4.3. GLocal dataset integration 

A third, unifying approach is a glocal dataset integration approach. In this approach a user 

is supported in using existing ontologies in the dataset annotation process, with the 

consequence that, if he wants to save effort, only the parts of the input datasets that are 

not covered by existing ontologies need to be modeled. However, the user will be also 

free to use new user-defined ontology elements to model his data when necessary or 

preferred. The new ontology pieces that are designed in a single integration tasks will be 

made available for future tasks. User-defined domain ontologies and mappings from 

these ontologies to other ontologies used in web KBs are created as different integration 

tasks are accomplished. The ontology and mapping creation process is incremental and 

complementary to the integration process. The tradeoff that can be outlined is that the 

more domain ontologies are created the less effort is to be expected in future dataset 

annotation tasks.  

 

4.5. Matching 
The matching activity aims at finding correspondences between entities of two different 

schemas, in order to find equivalent, similar or, in general, corresponding entities. For 

datasets, it means to discover matching and non-matching pairs. For an example of 

schema matching, a correspondence can be found between two synonyms in two 

schemas (e.g., Student and Pupil); as an example of dataset matching, a similarity can 

also be found in two dataset instances such as Crlo and Carlo (according to a similarity 

of the two strings, which differs for one character only).  

 

As a general problem, data integration has to deal with conflicts arising in two different 

sources. Table 4.6 gives a classification of them (borrowed from Batini & Scannapieco, 

2015):  
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Table 4.6 A classification of the most frequent conflicts arising when comparing two data sources 

 name Description 

Instance level 
conflicts 

ID different ID are used for the same real world object 

attribute different attribute values are used for the same real world object 

relationship different relationships are set between the same pair of real world objects 

schema level 
conflicts 

heterogeneity different data models are used 

semantic 
different relationships between element model extensions (e.g. a Person may 
have few or many attributes attached to it in two different sources, some of 
them overlapping) 

descriptive 
different format, type and scaling of attributes for the same concept (e.g. 
different range for the same attribute, different value for the same range, 
etc.) 

structural 
different design choices within the same model (e.g. an address modelled as 
an entity in one source and as an attribute in another source) 

 
Several techniques and tools exist for matching instances and schemas (for an 

exhaustive overview, see Batini & Scannapieco, 2015 and Euzenat & Schvaiko, 2013). 

Only some of them have been explored in this deliverable (see Section 3.2 and 3.3 of this 

deliverable for integration examples with the COMSODE ODN platform and the D5.4 

ANNEX I for integration techniques with other tools). 

 

 

 

4.6. Local Reconciliation and Final Integration 
Once a match has been found between entities of two datasets a local reconciliation may 

consist of the choices to aggregation, translation or transformation of one entity of a 

correspondence into the other entity of the correspondence. 

In particular, we will focus on: 

 Schema level local reconciliation. 

 Data level final integration. 

 

4.6.1. Schema level local reconciliation 
At schema level this means to decide to transform a conceptual label into another; at data 

level this means to aggregate instances under the same cluster or classificatory set, for 

data fusion purposes. In general, this phase contains manual work, as it implies critical 

decisions on the further global integration phase, which are crucial for the success of the 

integration process. 

4.6.2. Data level final integration 
The final step of local reconciliation for dataset is the merging (or fusion) of data into a 

unique dataset. The main goal of this integration phase is that of fusing groups of 

records referring to the same real world object O into one single representative record; 
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such record has to bbe the most complete and consistent representation of the object 

O,  in the face of uncertainty and contradictory values (Bleiholder & Naumann, 2009).  

Uncertainty can be depicted by the example of Figure 4.9 where a Student field may be 

added, that of “email”, which could be null. In this case, the field may miss the email and 

this may have at least three reasons: incompleteness (the value should be there but is 

not known); lack of  knowledge (the value may or may not be there); correctness (the 

person does not have an email). In case of uncertainty, a resolutive assumption can be 

done: the truth is unknown.  

For contradictory values, i.e. whenever the same attribute of the same real-world object 

has more than one value, Table 4.7 reports the classification and a brief description of 

conflicts resolution strategies (Bleiholder & Naumann, 2009). A thorough description of 

record linkage and deduplication of CSV tables is also reported in Deliverable D5.2. 

 
Table 4.7 Conflict resolution strategies 

Strategy Classification Short Description 

PASS IT ON ignoring escalates conflicts to user or application 

CONSIDER ALL POSSIBILITIES ignoring creates all possible value combinations 

TAKE THE INFORMATION avoiding, instance based prefers values over null values 

NO GOSSIPING avoiding, instance based returns only consistent tuples 

TRUST YOUR FRIENDS avoiding, metadata based takes the value of a preferred source 

CRY WITH THE WOLVES resolution, instance based, deciding takes the most often occurring value 

ROLL THE DICE resolution, instance based, deciding takes a random value 

MEET IN THE MIDDLE resolution, instance based, mediating takes an average value 

KEEP UP TO DATE resolution, metadata based, deciding takes the most recent value 

4.7. Maintenance 
 

When maintaining data, updates may create new heterogeneities among data soures, so 

that a new re-integration process should be taken into account. In particular, if the 

objective is to avoid the costly operation of running again the integration phases from 

scratch, two possible approaches are: 

 

 maintenance of data through incremental integration; 

 rule-based maintenance of data. 

 

In the first case, similarity graphs for the records are created, and operations such as 
incremental graph clustering are carried out, in order to result in clusters of records that 
refer to the same real-world entity. Optimal algorithms that apply clustering on subsets of 
the records rather than to all records are available in the literature, for example correlation 
clustering and DB-index clustering (Gruenheid et al. 2014). These are used when an 
incrementally and efficiently update matching must be obtained in a dataset when new 
updates are made on the dataset. 
Rule base algorithms (Wang and Garcia-Molina, 2014) are introduced that facilitate 
evolution, and apply efficient rule and data evolution techniques, that are proposed for 
three incremental integration models: 
 

http://www.comsode.eu/index.php/deliverables/
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 match-based clustering - records are clustered based on Boolean matching 
information; 

 distance-based clustering (records are clustered based on relative distances); 

 pairs decision (the pairs of matching records are identified). 
 

If two records match (represent the same real world entity) and a predicate name is 
simple, predicates may simply perform an equality check. The decision algorithm 
compares records and groups together records by partitioning them. The procedure can 
be manually refined in order to obtain finer partitions, through a rule evolution procedure 
that takes into consideration a chain of properties instead of one property. 
 
 

5. Comparing and Assessing Social Value of 

Published Datasets 
The term “social”, refers to “human society, the interaction of the individual and the group, 

or the welfare of human beings as members of society” 14. The term “public”  refers to “all 

or most of the people of a country, state, etc.; supported by money from the government 

and from private contributors, rather than by commercials; related to the impact on, 

motivating or calling for further government actions having a public value”15. 

In our study (Batini & Locoro, 2015; Cabitza, Locoro & Batini, 2015), we encompassed 

the two concepts in a unified vision of social and public value initiatives, seen as “the 

value that citizens and representatives seek in relation to strategic outcomes and the 

experiences of public services”. We are aware that public value may not completely 

exhausts all socially-oriented values, because of the non-univocal directions of the latter 

and of the unpredictable combinations and synergies that a scaling up concept such as 

“social”, spanning from an individual dimension to a group or a community sphere, and 

up to the society at large may configure. Although the limits of any predictive system in 

controlling the non-deterministic factors of life satisfaction, social value may be seen as 

a part of public value, and become a phenomenon whose outcomes are observable, 

whenever an added value is perceived in the public sphere, seen as “the web of values, 

places, organizations, rules, knowledge, and other cultural resources held in common by 

people through their everyday commitments and behaviors, and held in trust by 

government and public institutions” (Benington 2011). 

We propose a methodology that compares and evaluates the social value of open data. 

We advocate that social value can be analyzed within a spectrum of measures going from 

intensional completeness to subjective perception. The methodology is inspired by the 

following principles: 

1. We first suggest that open data made available online by an organization can be 

modelled in terms of the corresponding integrated conceptual schema, as a 

uniform construct.  

2. Then, a global schema is produced from the integrated schemas, and intensional 

as well as extensional social value on data can be defined.  
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3. Valuable information is then extracted from queries based on such constructs, 

which may result useful in the different contexts and related needs that users may 

experience in the domain of health.  

 

In this way, we propose to compare and measure the social value of different open data 

initiatives, as it results from the analysis of the information that can be modelled and 

extracted from their conceptual schemas, from the quality of their instances, and from the 

subjective perception of their valuable information in different contexts and for different 

needs. In the following section we introduce a detailed methodology for social value 

evaluation of open data. 

 

5.1. Assessing Social Value - Phases 

 
Figure 4.18 shows a workflow of the methodological steps depicted above. Some tasks 

can be semi or fully automatized inside the steps. For example: the computation of the 

coverage measure for intensional social value; the computation of extensional social 

value (e.g., accuracy measures, and so on); the IS schema integration into a GS; the  final 

weight of each query item for the perceived social value computation. In what follows, we 

provide a brief description of each phase. 

 

 
Figure 5.1 – The Methodology Workflow. 

Data selection. The first step of the methodology is relative to the selection of a domain 

of interest and of the related open datasets available online for that domain, which need 

to be analyzed. In particular, the main sources of datasets may be the institutional and 

governmental portals specialized in government-to-citizens communication. 

 

Integrated Schema Creation. The second step is the creation of an Integrated Schema 

(IS) that groups datasets according to a criterion (e.g., all the datasets relative to 
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nationwide hospitals, having the entity hospital in common). The IS should represent all 

the available domain entities and relationships for the group of datasets under exam. For 

example, in the hospital domain, if a dataset contains the list of hospitals of a region with 

their address and another dataset contains the same list with the diagnosis on patients 

grouped by pathology, the relative Entity Relationship schema will contain the entities 

Hospital, Patient hospitalization and Pathology, which may for example be pairwise 

related by the deals with and due to relations, respectively. 

 

Global Schema Construction. The next step of the methodology is relative to the 

construction of a global schema (GS) as the result of the integration of all the ISs 

produced in the previous step. For example, if the IS of one group of datasets on hospitals 

contains the entities Hospital and Patient hospitalization, and another IS schema for 

another group of datasets contains the entities Hospital, Patient hospitalization and  

Pathology, their GS will contain the entities Hospital, Patient hospitalization and 

Pathology, and a clear way to detect the original IS schemas out of the GS (e.g., by 

identifying each subset of entities for each IS and by grouping them visually with a closed 

line). 

 

Schema Extension. A further step includes the addition of new concepts (entities, 

relationships, etc.) as they emerge from interviews with domain experts, with all the users 

of domain services (e.g. patients, stakeholders, tax payers, and so on), as well as from 

the literature studies on the matter. These new concepts should be checked against the 

current ISs and the GS, and should be put as new entities related with the current entities, 

when not available in the original dataset or schemas, by possibly using a different 

notation (e.g. dotted lines for visualizing the relations of these newly added entities with 

the really existing entities). 

 

Intensional Social Value Measurement. At this stage of the methodology an Intensional 

social value and an extensional social value can be defined and computed against the 

ISs and GS of the datasets analyzed. In particular, a measure on intensional social value 

of each IS can be defined as a coverage measure of concepts of GS by the concepts of 

each IS. For example, an intensional social value measure of an IS schema could be 

expressed as the ratio between the total entities in IS and the total entities of GS. 

 

Extensional Social Value Measurement. A measure on extensional social value of each 

IS can be defined, for example, as the degree of completeness, accuracy and timeliness 

of the instances contained in each dataset modelled within the IS and compared, for 

example, against the GS instances (or with a gold standard on hospitals, if any). 

 

Context-Need-Information and Query Formulation. Finally, a measure of the user 

perceived social value of the information can be defined as a set of contexts (that we 

recall are intended here as user scenarios) and needs that could be devised for the 

domain of interest (e.g. the sudden stroke of a relative and the need to handle the 
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emergency) and the related information that could be judged valuable for such particular 

contexts and needs (e.g., the information of the geo-referenced position of hospitals on a 

map, in order to detect the nearest one), in the form of all the possible queries that can 

be formulated against each IS and the GS. 

 

User Perceived Social Value Measurement. For each of the schemas and for each 

individual context-need-information query, the next step is to check whether the 

information can be retrieved by single ISs or by the GS. A weight of importance can be 

then assigned to the queries on the basis of the users' perception in different scenarios 

of the same information. 

In this way, the number of queries answered by each IS is weighted against the perceived 

value of each query in each scenario, which is finally summed up to result in a measure 

of perceived social value for each group of datasets. 

 

Final Social Value Measurement. The output of the methodology should be a final rank 

of the social value measurement based on intensional social value, extensional social 

value, and perceived social value for each group of open data, through the uniform 

construct of their IS, GS and related queries. 

 

Final Social Value Measurement. The output of the methodology should be a final rank 

of the social value measurement based on intensional social value, extensional social 

value, and perceived social value for each group of open data, through the uniform 

construct of their IS, GS and related queries. 

 

5.2. An example of application of the methodology for 

assessing Social Value of Open Data 
 

For example, a survey on data sets of US, Canada and Italy in the domain of hospitals 

result in the following IS schemas created by following the methodology of Figure 5.1 

from step 1 to step 2. The results are visible in figures 5.2, 5.3, and 5.4. The GS schema 

depicted in Figure 5.5 is the result of step 3 of the methodology. 
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Figure 5.2 - The ER Integrated Schema for the US hospitals datasets 

 

 

 
Figure 5.3 - The ER Integrated Schema for the Canada hospitals datasets 

 

 
Figure 5.4 a) The ER Integrated Schema for the Italian hospitals datasets, source PNE 



 

61 
 

 

 
Figure 5.4 b) The ER Integrated Schema for the Italian hospitals datasets, source DoveSalute 

 
Fig. 5.5 The Global Schema (GS) with all the Integrated Schemas (ISs) for US, Canada and Italy group of 

datasets, each represented as a subset of the GS by dotted drawings. For the sake of clarity the GS contains 

only entities without attributes.  

Step 5 of the methodology report the intensional social value computation and result in 

the following coverage table (see Table 5.1). Finally, the score related to the coverage of 

datasets with respect to the GS schema is shown in Table 5.2. 

 

The queries and the scenarios to which they can be applied, have been defined in the 

following tables (see Table 5.3 and Table 5.4, respectively), and are relative to step 7 and 

a preparation of step 8 of the methodology. 
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Table 5.1. The schematic coverage of queries based on context/need/information triples upon the GS; the 

schematic coverage of queries based on context/need/information triples upon the single IS for the US, 

Canada and the two Italian Open Data Initiatives. 

Entities in the GS/ 

Query item and  

Group of Datasets 

          

Q1 O O         

Q2  O       O  

Q3  O  O   O  O  

Q4  O  O   O  O O 

Q5  O O O O  O  O  

Q6  O O O O  O  O O 

Q7a  O  O   O O O  

Q7b  O  O   O O O  

Q8a  O  O   O O O  

Q8b  O  O   O O O  

Q9  O  O  O O  O  

US X X X X X  X X X  

Canada  X  X  X X  X X 

PNE – Italy  X  X   X  X X 

Dove Salute - Italy X X  X  X X X X  

 

 

 
Table 5.2. The coverage computation of concepts from the US, Canada and Italy Integrated Schemas with 

respect to the Global Schema. 

US 8 out of 10 

Canada 6 out of 10 

PNE – Italy 5 out of 10 

Dove Salute - Italy 7 out of 10 
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Table 5.3. The three scenarios each representing a context and the related needs. 

One of your dears is showing symptoms of a sudden stroke. You propose her to call for an 

ambulance, but she replies that she is not so ill and asks if you could personally take her to the 

best hospital instead.  

You have suffered for a back pain for years. You still suffer for it to the point that doing certain 

movements is extremely difficult for you. Based on some medical examination you did in the 

past, the diagnosis of your orthopaedist is slipped disc, and the treatment of choice is surgery.  

Your 1-year-old daughter is sick and she has got high fever. As it is late night you cannot take 

her to the paediatrician, so you decide to take her to the hospital. 

 
Table 5.4. The set of queries that were administered to the different ISs and to the GS for the retrieval of 

valuable information to be exploited in each of the three scenarios. 

Q1 – Ranked list of all of the hospitals by their reaching time from one’s place; 

Q2 – Ranked list of all of the hospitals by specialization department for the pathology of 

interest; 

Q3 – Ranked list of all of the hospitals by percentage of patients that have been discharged 

without having had any complication; 

Q4 – Ranked list of all of the hospitals by percentage of patients that, within six months since 

discharge, have not been admitted again to the hospital for the same pathology; 

Q5 - Ranked list of all of the hospitals, grouped by physician, that reports the percentage of 

patients that have been discharged without complications; 

Q6 - Ranked list of all of the hospitals, grouped by physician, that reports the percentage of 

patients that, within six months from discharge, have not been admitted again to the hospital 

for the same pathology; 

Q7a – Ranked list of all of the hospitals by level of satisfaction for the quality of the care 

treatment perceived by patients treated for the pathology of interest; 

Q7b - Ranked list of all of the hospitals by level of satisfaction for the quality of the care 

treatment perceived by all the hospitalized patients; 

Q8a - Ranked list of all of the hospitals by level of satisfaction for the quality of the care 

treatment perceived by patients’ relatives and friends for the pathology of interest; 

Q8b - Ranked list of all of the hospitals by level of satisfaction for the quality of the care 

treatment perceived by all the patients’ relatives and friends; 

Q9 - Ranked list of all of the hospitals by average wait time for the pathology of interest (e.g., 

since the arrival at the emergency department to the ward admission, and since the service 

reservation to the service provision); 

 

 

 

Step 8 of the methodology is exemplified in the results of a questionnaire with the 3 above 

scenarios and the 9 above information item attached to each scenario, which was 

submitted to people. A final ranking of the perceived value (step 9 of the methodology) is 

depicted in Table 5.5. 

Our computation of the step 9 provides two item rankings: see columns “Rank” and “Level 

of Social Value” in Table 5.5. The former ranking is a fine-grained one, where each item 

is associated with a position; the latter one is a level-based ranking, which is constructed 

by means of a test on the null hypothesis that all items are at the same level of social 

value. The former ranking is intended to be of easy comprehensibility and great 

conciseness, and to result informative without the need of lengthy explanations; however, 

its precision is sensitive to sampling error, i.e., different samples taken from the reference 

population could yield different rankings, although slightly so (cf. e.g., Q7a in Table 5.5). 

In the latter ranking conversely, each item is associated with a category (or level) of value, 

but more items can be associated with the same level to mean that it is hard (or useless) 
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to distinguish between them in terms of value and relevance. For the “Level of Social 

Value” we distinguish 2 categories and 4 levels: two value levels, with which we can 

associate items with statistical significance (that is being confident that association is 

stronger than any sampling error); and two buffer levels, where we put items when no 

significance was reached (i.e., we cannot exclude that different surveys would yield 

different results). Namely: “high value” with statistical significance at a conventional 

confidence level, (“significantly high” in Table 5.5), high value with no statistical 

significance (“probably high” in Table 5.5); low level with no statistical significance 

(“probably low” in Table 5.5), “low value” with statistical significance (“significantly low” in 

Table 5.5). As we will hint at the end of the paper, rank positions (see column Rank in 

Table 5.5) can be used to weight a linear combination of items, so that in step 10 (which 

we do not cover explicitly), an overall social value score can be calculated for a single 

dataset, on the basis of what information items it allows to extract and on their single 

value, as a simple weighted summation. 

 
Table 5.5 – the final ranking of the information pieces according to the perceived social value by users  
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